














































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































PG(1) (UNIX 5.2) PG(1)

NAME

pg — file perusal filter for soft-copy terminals

SYNTAX

pg [~ number] [ p string] [- cefns] [+ linenumber] [+ /pattern/] [files...]

DESCRIPTION

Page 1

The pg command is a filter which allows the examination of files one screenful at a time on a
soft-copy terminal. (The file name — and/or NULL arguments indicate that pg should read
from the standard input.) Each screenful is followed by a prompt. If the user types a carriage
return, another page is displayed; other possibilities are enumerated below.

This command is different from previous paginators in that it allows you to back up and review
something that has already passed. The method for doing this is explained below.

In order to determine terminal attributes, pg scans the ferminfo(4) data base for the terminal
type specified by the environment variable TERM. If TERM is not defined, the terminal type
dumb is assumed.

The command line options are:

number

An integer specifying the size (in lines) of the window that pg is to use instead of the
default. (On a terminal containing 24 lines, the default window size is 23).

P string
Causes pg to use siring as the prompt. If the prompt string contains a *‘%d”’, the first

occurrence of ‘“‘24d’’ in the prompt will be replaced by the current page number when
the prompt is issued. The default prompt string is ““:*’.

—-c Home the cursor and clear the screen before displaying each page. This option is
ignored if clear_screen is not defined for this terminal type in the terminfo(4) data base.

—e Causes pg not to pause at the end of each file.

-f Normally, pg splits lines longer than the screen width, but some sequences of characters

in the text being displayed (e.g., escape sequences for underlining) generate undesirable
results. The - foption inhibits pg from splitting lines.

- n Normally, commands must be terminated by a <<newline> character. This option
causes an automatic end of command as soon as a command letter is entered.
- s Causes pg¢ to print all messages and prompts in standout mode (usually inverse video).

+ linenumber
Start up at linenumber.

+ /pattern/

Start up at the first line containing the regular expression pattern.

The responses that may be typed When pg pauses can be divided into three categories: those
causing further perusal, those that search, and those that modify the perusal environment.

Commands which cause further perusal normally take a preceding address, an optionally signed
number indicating the point from which further text should be displayed. This address is inter-
preted in either pages or lines depending on the command. A signed address specifies a point
relative to the current page or line, and an unsigned address specifies an address relative to the
beginning of the file. Each command has a default address that is used if none is provided.

The perusal commands and their defaults are as follows.

(+ 1) <newlne> or <blank>
This causes one page to be displayed. The address is specified in pages.
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(+ 1) 1 With a relative address this causes pg to simulate scrolling the screen, forward or back-
ward, the number of lines specified. With an absolute address this command prints a
screenful beginning at the specified line.

(+1)dor D
Simulates scrolling half a screen forward or backward.

The following perusal commands take no address.
. or "L Typing a single period causes the current page of text to be redisplayed.
$ Displays the last windowful in the file. Use with caution when the input is a pipe.

The following commands are available for searching for text patterns in the text. The regular
expressions described in ed(1) are available. They must always be terminated by a <newline>,
even if the - n option is specified.

i/pattern/ :
Search forward for the th (default #=1) occurrence of pattern. Searching begins

immediately after the current page and continues to the end of the current file, without
wrap-around. '

i"pattern”

7 pattern?
Search backwards for the :th (default ¢=1) occurrence of pattern. Searching begins
immediately before the current page and continues to the beginning of the current file,
without wrap-around. The ° notation is useful for Adds 100 terminals which will not
properly handle the ?.

After searching, pg will normally display the line found at the top of the screen. This can be
modified by appending m or b to the search command to leave the line found in the middle or
at the bottom of the window from now on. The suffix t can be used to restore the original
situation.

The user of pg can modify the environment of perusal with the following commands:

m Begin perusing the ¢th next file in the command line. The ¢is an unsigned number,
default value is 1.

ip Begin perusing the sth previous file in the command line. ¢ is an unsigned number,
default is 1.

w Display another window of text. If {is present, set the window size to 1.

s filename

Save the input in the named file. Only the current file being perused is saved. The
white space between the s and filename is optional. This command must always be ter-
minated by a <newline>>, even if the — n option is specified.

h Help by displaying an abbreviated summary of available commands.
qor Q Quit pg.
tcommand
Command is passed.to the shell, whose name is taken from the SHELL environment

variable. If this is not available, the default shell is used. This command must always
be terminated by a < newline>, even if the — n option is specified.

At any time when output is being sent to the terminal, the user can hit the quit key (normally
control-\) or the interrupt (break) key. This causes pg to stop sending output, and display the
prompt. The user may then enter one of the above commands in the normal manner. Unfor-
tunately, some output is lost when this is done, due to the fact that any characters waiting in
the terminal’s output queue are flushed when the quit signal occurs.
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If the standard output is not a terminal, then pg acts just like cat(1), except that a header is
printed before each file (if there is more than one).

EXAMPLE
A sample usage of pg in reading system news would be

news |pg -p "(Page %d):"
NOTES

While waiting for terminal input, pg responds to BREAK, DEL, and ~ by terminating execution.
Between prompts, however, these signals interrupt pg’s current task and place the user in
prompt mode. These should be used with caution when input is being read from a pipe, since
an interrupt is likely to terminate the other commands in the pipeline.

Users of Berkeley’s more will find that the z and f commands are available, and that the termi-
nal /, °, or ? may be omitted from the searching commands.
FILES
/usr/lib/terminfo /*
Terminal information data base
/tmp/pgx
Temporary file when input is from a pipe
SEE ALSO
crypt(1), ed(1), grep(1), terminfo(4).
BUGS
If terminal tabs are not set every eight positions, undesirable results may occur.

When using pg as a filter with another command that changes the terminal I/O options (e.g.,
erypt(1)), terminal settings may not be restored correctly.
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NAME

pp — Pascal invoker

SYNTAX

pp [ options ] ... file ...

DESCRIPTION

FILES

Pp invokes a series of programs that compile and ready a Pascal program for execution.

File names ending with .p are taken to be Pascal source programs. They are compiled into
object files whose names are the same as the source, but with . o substituted for the .p. The .0
file is normally deleted, however, unless an option is specified to request that it be kept.

File names ending with .q are assumed to be pasc(l) output files. Each .q file is passed
through ptrans(1), resulting in an object fille with . o replacing the .q.

Options: See link(1) for link editor options and cpp(1) for more preprocessor options.

—-c Suppress the link edit phase of the compilation, and force an object file to be produced
even if only one program is compiled.

— ofillename
Name the executable file filename, not the default a.out.

- S Compile the named Pascal programs, and leave the ptrans(1) output on corresponding
files suffixed .q.

-E Run only cpp(1) on the named Pascal programs, and send the result to the standard
output.

-P Run only c¢pp(1) on the named Pascal programs, and leave the result on corresponding
files suffixed .i.

~ We,argl/[,arg2.../

Hand off the argument(s] arg: to pass ¢ where ¢ is one of [pDal] indicating preproces-
sor, compiler, ptrans, or link editor, respectively.

— m mapfile
create a load map file called mapfile, like that produced by map(1).

Other arguments are taken to be either link editor option arguments, C preprocessor option
arguments, or Pascal-compatible object programs, typically produced by an earlier pp run, or
perhaps libraries of Pascal-compatible routines. These programs, together with the results of

any compilations specified, are linked (in the order given) to produce an executable program
with the name a.out.

file.p input file

file.o object file

a.out linked output

/tmp/ctm* (a name starting with "ctm”) temporary
/lib/cpp C preprocessor ¢pp(1)

/bin /pasc Ridge compiler, pasc(1)

/bin /ptrans p-code translator

/bin /link link editor, link(1)

/lib/rtl.o standard Pascal library

EXAMPLE

Page 1

$ pp pgm.p
$ a.out /* executes the program */
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What Happens:

The C preprocessor ¢pp(1) /lib/cpp executes. Its input file is pgm.p, and its output is a tem-
porary file called /tmp/ctmabe.

The Pascal compiler pasc(1) /bin/pasc executes. Its input file is /tmp/ctmabe and its output
file is /tmp/ctmdef.

The p-code translator ptrans(1) /bin/ptrans executes. Its input file is /tmp/ctmdef and its out-
put file is /tmp/ctmghi.

The linker link(1) for Pascal and Ridge assembler is executed. Its input files are /tmp/ctghi
and /lib/rtl.o. The output file is a.out, which is a runnable program.

SEE ALSO
cpp(1), rasm(1), ptrans(1), link(1)

BUGS
Pascal cannot be called from a C or FORTRAN program.
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NAME

pr — print files
SYNTAX

pr [ options | [ files ]
DESCRIPTION

Pr prints the named files on the standard output. If file is — , or if no files are specified, the
standard input is assumed. By default, the listing is separated into pages, each headed by the
page number, the date and time of the last file modification, and the name of the file.

By default, columns are of equal width, separated by at least one space; lines which do not fit

are truncated. If the — s option is used, lines are not truncated and columns are separated by
the separation character.

If the standard output is associated with a terminal, error messages are withheld until pr has
completed printing. '

The below options may appear singly or be combined in any order:
+k Begin printing with page &k (default is 1).

-k Produce k-column output (default is 1). The options — e and — i are assumed for
multi-column output.

—a Print multi-column output across the page.

—-—m Merge and print all files simultaneously, one per column (overrides the — k, and — a
options).

-d Double-space the output.

— eck Expand nput tabs to character positions ¥+ 1, 2*k+ 1, 3*k+ 1, etc. If k is O or is omit-
ted, default tab settings at every eighth position are assumed. Tab characters in the
input are expanded into the appropriate number of spaces. If ¢ (any non-digit charac-
ter) is given, it is treated as the input tab character (default for ¢ is the tab character).

— ick In output, replace white space wherever possible by inserting tabs to character positions
k+1, 2*¥k+ 1, 3*k+ 1, etc. If k is O or is omitted, default tab settings at every eighth
position are assumed. If ¢ (any non-digit character) is given, it is treated as the output
tab character (default for ¢ is the tab character).

— nck  Provide k-digit line numbering (default for k¥ is 5). The number occupies the first k+ 1
character positions of each column of normal output or each line of — m output. If ¢

(any non-digit character) is given, it is appended to the line number to separate it from
whatever follows (default for ¢ is a tab).

— wk  Set the width of a line to k character positions (default is 72 for equal-width multi-
column output, no limit otherwise).

— ok  Offset each line by k character positions (default is 0). The number of character posi-
tions per line is the sum of the width and offset.

- 1k Set the length of a page to k lines (default is 66).
—h Use the next argument as the header to be printed instead of the file name.

-p Pause before beginning each page if the output is directed to a terminal ( pr will ring the
bell at the terminal and wait for a carriage return).

-f Use form-feed character for new pages (default is to use a sequence of line-feeds).

Pause before beginning the first page if the standard output is associated with a termi-
nal.
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-r Print no diagnostic reports on failure to open files.

-t Print neither the five-line identifying header nor the five-line trailer normally supplied
for each page. Quit printing after the last line of each file without spacing to the end of
the page.

- 8¢ Sépa.fa.te columns by the single character ¢ instead of by the appropriate number of
spaces (default for ¢ is a tab).

EXAMPLES
Print filel and file2 as a double-spaced, three-column listing headed by “‘file list’”:

pr — 3dh "file list” filel file2 .
Write filel on file2, expanding tabs to columns 10, 19, 28, 37, ...:
pr — e9 — t <filel >file2

FILES
/dev /tty*

SEE ALSO
cat(1).
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NAME

printenv — print out the environment
SYNTAX

printenv [ name ]
DESCRIPTION

Printenv prints out the values of the variables in the environment. If a name is specified, only
its value is printed.

If a name is specified and it is not defined in the environment, prinfenv returns exit status 1,
else it returns status 0.

SEE ALSO
sh(1), environ(6), csh(1)
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NAME

prmail — print out mail in the post office
SYNTAX

prmail [ user ... ]
DESCRIPTION

Prmad prints the mail which waits for you, or the specified user, in the post office. The mail is
not disturbed. :

FILES ,
/usr/mail/« post office

SEE ALSO
mail(1), from(1)
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NAME

prs — print an SCCS file
SYNTAX

prs [— d[dataspec]] [— r[SID]] [— €] [— 1] [~ a] files
DESCRIPTION

Prs prints, on the standard output, parts or all of an SCCS file (see sccsfile(4)) in a user supplied
format. If a directory is named, prs behaves as though each file in the directory were specified
as a named file, except that non-SCCS files (last component of the path name does not begin
with 8.), and unreadable files are silently ignored. If a name of — is given, the standard input
is read; each line of the standard input is taken to be the name of an SCCS file or directory to
be processed; non-SCCS files and unreadable files are silently ignored.

Arguments to prs, which may appear in any order, consist of keyletter arguments, and file
names.

All the described keyletter arguments apply independently to each named file:

— d[dataspec] Used to specify the output data specification. The dataspec is a string
consisting of SCCS file data keywords (see DATA KEYWORDS) inter-
spersed with optional user supplied text.

— r[SID] Used to specify the SCCS IDentification (SID) string of a delta for which
information is desired. If no SID is specified, the SID of the most
recently created delta is assumed.

—e Requests information for all deltas created earlter than and including the
delta designated via the — r keyletter.

-1 Requests information for all deltas created later than and including the
delta designated via the — r keyletter.

—a Requests printing of information for both removed, i.e., delta type = R,
(see rmdel(1)) and existing, i.e., delta type = D, deltas. If the — a
keyletter is not specified, information for existing deltas only is provided.

DATA KEYWORDS
D ata keywords specify which parts of an SCCS file are to be retrieved and output. All parts of

an SCCS file (see sccsfile(4)) have an associated data keyword. There is no limit on the number
of times a data keyword may appear in a dataspec.

The information printed by prs consists of: (1) the user supplied text; and (2) appropriate
values (extracted from the SCCS file) substituted for the recognized data keywords in the
order of appearance in the dataspec. The format of a data keyword value is either Simple (S},
in which keyword substitution is direct, or Multi-line (M), in which keyword substitution is fol-
lowed by a carriage return.

User-supplied text is any text other than recognized data keywords. A tab is specified by \t and
carriage return/new-line is specified by \n.
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TABLE 1. SCCS Files Data Keywords

Data Item

Delta information
Delta line statistics
Lines inserted by Delta
Lines deleted by Delta
Lines unchanged by Delta
Delta type

SCCS ID string (SID)
Release number

Level number

Branch number
Sequence number
Date Delta created
Year Delta created
Month Delta created
Day Delta created
Time Delta created
Hour Delta created
Minutes Delta created
Seconds Delta created

File Section
Delta Table

Programmer who created Delta ”

Delta sequence number
Predecessor Delta seq-no.

Seqg-no. of deltas incl., excl.,, ignored ”

Deltas included (seq #)
Deltas excluded (seq #)
Deltas ignored (seq #)
MR numbers for delta
Comments for delta
User names

Flag list

Module type flag

MR validation flag

MR validation pgm name
Keyword error/warning fiag
Branch flag

Joint edit flag

Locked releases
User-defined keyword
Module name

Floor boundary

Ceiling boundary
Default SID

Null delta flag

File descriptive text
Body

Gotten body

A form of what(1) string
A form of what(1) string
what(1) string delimiter
SCCS file name

SCCS file path name

*:Dte = :DTs :I: :D: :T: :P:

User Names
Flags

Comments
Body
N/A
N/A
N/A
N/A
N/A

PRS(1)

Value

See belowx
:Lis/:Ld:/:Luz

nnnnn
nnnnn
nnnnn
DorR

tR:.:L:.:B:.:S:

nnnn
nnnn
nnnn
nnnn

s:Dy:/:Dm:/:Dd:

nn

nn

logname
nnnn
nnnn

:Dn:/:Dx:/:Dg:
:DS: :DS:...
:DS: :DS:...
:DS: :DS:...

2Z:

text
text
text
text
text
yes or no
text
yes or no
yes or no
yes or no
:Rs...
text

HH

yes or no

text

text

text
Z::M:\t:1:
Y: tM: :I::Z:

Q(#)

text

text

Format

nunnungZZronnnonrnnnnrilvennhrntnnnlnnRRRRRONNNNN
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EXAMPLES
prs — d”Users and/or user IDs for :F: are:\n:UN:” s.file

may produce on the standard output:

Users and/or user IDs for s.file are:

Xyz

131

abc

prs — d”Newest delta for pgm :Mz:: :I: Created :D: By :P:” — 1 s.file
may produce on the standard output:

Newest delta for pgm main.c: 3.7 Created 77/12/1 By cas
As a special case:

prs s.file
may produce on the standard output:

D 1.1 77/12/1 00:00:00 cas 1 000000,/00000/00000
MRs:

bl78-12345

bl79-54321

COMMENTS:

this is the comment line for s.file initial delta

for each delta table entry of the “D’’ type. The only keyletter argument allowed to be used
with the special case is the — a keyletter.

FILES

SEE ALSO

admin(1), delta(1), get(1), help(1), scesfile(4).
Source Code Control System User’s Guide in the ROS Utility Guide.

DIAGNOSTICS
Use help(1) for explanations.
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NAME

pPs — report process status
SYNTAX

ps [-als] [-t terminal [,terminal] ... )
DESCRIPTION

Ps prints the status of processes. By default, ps shows the processes associated with the control-
ling terminal only. The process id, runtime, state, and command name are printed in the
default form.

-1 is a request for the long form, which also displays the PC, parent, number of page
faults, priority, and kernel message waiting flag.

-8 shows status of system processes, like drivers, memory managers, and disc managers.

—a shows the status of all processes.

-t shows the status of all processes associated with terminals in the list. The list is

separated from the option selections by a space. The list elements are spearated by

commas or the entire list may be enclosed in quotation marks. Recognizable terminal
names are:

nnn /dev/ttynnn (eg: 3 is /dev/tty3)
ttynn  /dev/ttynn
dispn /dev/dispn

where n is a digit in the range 0 to 9.
The long output form is:

Processld PC Parent Runtime Faults Pri State Msg Command
Processld PC Parent Runtime Faults Pr State Masg Command

Processld PC Parent Runtime Faults Pri State Msg  Command

Processld is the unique process identifier.
PC'is the current value of the program counter.
Parent is the process ID of this process’ parent.

Runtime is the CPU time wused by this process, given in the form
hours: minutes: seconds. 1000ths-of-a-second.

Faults is the number of page faults this process has incurred.

Priis the current execution priority of the process.

State is:
R if the process is runnable (but is not necessarily in the queue for the CPU).
) if the process is suspended.

F if the process is faulted.
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Msg is the kernel message waiting flag:
N if no messages are waiting.
Y if a message is waiting.

Command is the command name and first argument(s), or the filename of an open file
manager process.

EXAMPLE
ps -1t "disp2,0 tty3”

shows all processes associated with display 2, and terminals tty0 and tty3.

BUGS
The command arguments of PASCAL programs cannot be printed. PASCAL program names
are printed only if the given PASCAL program lives in /bin, /usr/bin, or in the current work-
ing directory. Open file managers can be found only in /tznp, /usr/tmp, or the working direc-
tory.

SEE ALSO
who(1), nice(1)

FILES
/ros
/drivers
/bin
/usr/bin
/etc/utmp
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NAME

ptrans — P-code translator
SYNTAX

ptrans [ -L listfile ] [ -O obijfile ] file.q
DESCRIPTION

Ptrans accepts an input P-code file.q and translates it into an object file of the same name end-
ing with .0 . The resulting object file is in "hex” format (representing Ridge machine instruc-
tions), and is suitable as input to the object module linker link(1).

-0 is a request to name the output object file objfile. By default, no listing is generated.

-1 listfile is a request for a listing named listfile which contains an assembly language representa-
tion of the translated code.

SEE ALSO
link(1), pasc(1), pp(1)
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NAME
pwck, grpck ~ password/group file checkers

SYNTAX
[ete/pwek [file]
/ete/grpek [file]

DESCRIPTION
Pwck scans the password file and notes any inconsistencies. The checks include validation of
the number of fields, login name, user ID, group ID, and whether the login directory and
optional program name exist. A valid login name is eight characters or less, consists of lower-

case letters and digits only, and begins with an alphabetic character, The default password file is
/etc/passwd.

Grpck verifies all entries in the group file. This verification includes a check of the number of
fields, group name, group ID, and whether all login names appear in the password file. The
default group file is /etc/group.
FILES
/ete/group
/ete/passwd
SEE ALSO
group(4), passwd(4).
DIAGNOSTICS
Group entries in /etc/group with no login names are flagged.
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NAME
pwd — working directory name
SYNTAX
pwd
DESCRIPTION
Puwd prints the path name of the working (current) directory.

SEE ALSO
cd(1).
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NAME

ranlib - convert archives to random libraries
SYNTAX

ranlib archive ...
DESCRIPTION

Ranlib converts each archive to a form which the loader can load more rapidly. Ranlib does this
by adding a table of contents called _.SYMDEF to the beginning of the archive. Ranlib uses
ar(1) to reconstruct the archive, so that sufficient temporary file space must be available in the
file system which contains the current directory.

SEE ALSO
1d(1), ar(1), lorder(1)

BUGS

Because generation of a library by ar and randomization of the library by ranlthb are separate
processes, phase errors are possible.
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NAME
ratfor — rational Fortran dialect

SYNTAX
ratfor [ options | | files |

DESCRIPTION
Ratfor converts a rational dialect of Fortran into ordinary irrational Fortran. Ratfor provides
control flow constructs essentially identical to those in C:

statement grouping:
{ statement; statement; statement }

decision-making:
if (condition) statement | else statement ]
switch (integer value) {
case integer: statement

[ default: | statement

loops:
while (condition) statement
for (expression; condition; expression) statement
do limits statement
repeat statement [ until (condition) |
break
next

and other tools to make FORTRAN programming easier:

free form input:
multiple statements per line; automatic continuation

comments:
# this is a comment.

translation of relationals:
>, >=, etc., become .GT., .GE., etc.

return expression to caller from function:
return (expression)

define:
define name replacement

include:
include file

The option —h causes quoted strings to be turned into 27H constructs. The —C option copies
comments to the output and attempts to format it neatly. Normally, continuation lines are
marked with a & in column 1; the option —8x makes the continuation character x and places it
in column 6.

Ratfor is best used with f77(1).

SEE ALSO
£77(1)
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NAME
rcp — remote file copy

SYNTAX
rcp filel file2
rep [ —r | file ... directory

DESCRIPTION
Rep copies files between machines. Each file or directory argument is either a remote file name
of the form ‘“rhost:path”, or a local file name (containing no “’ characters, or a ¢/’ before any
“’s.)
If the —r is specified and any of the source files are directories, rcp copies each subtree rooted at
that name. In this case, the destination must be a directory.
If path is not a full path name, it is interpreted relative to your login directory on rhost. A path
on a remote host may be quoted (using \, ", or “) so that the metacharacters are interpreted
remotely. _
Rep does not prompt for passwords; your current local user name must exist on rhost and allow
remote command execution via rsh(1).
Rep handles third party copies, where neither source nor target files are on the current machine.
Hostnames may also take the form ‘“rhost.rname” to use rname rather than the current user
name on the remote host.

SEE ALSO
ftp(1), rsh(1), rlogin(1)

BUGS
Doesn’t detect all cases where the target of a copy might be a file in cases where only a direc-
tory should be legal.
Is confused by any output generated by commands in a .login, .profile, or .cshrc file on the
remote host.
If the source and destination directories are local, rcp calls ¢p(1) to do the local copy. ¢p(1) does
not accept the -r arguement.
The usage error message is not printed if a typing error was made.
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NAME
redit — display-oriented text editor
SYNTAX
redit | file ]
DESCRIPTION
Redit is a text editor designed for use with the Ridge Graphics Display and Ridge Text Termi-

nal, utilizing their keyboard function keys and full screen editing capabilities. For full documen-
tation, see the Ridge Text Editor Reference Manual.

If <file> is specified, it is made available for editing immediately after the editor is activated.
Otherwise, the editor is activated but no particular file is opened for editing.

SEE ALSO
Ridge Text Editor Reference Manual
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NAME
redraw — repaint entire display surface

SYNTAX
redraw

DESCRIPTION
Redraw is used to repaint the entire display surface, including the background and all windows,
on the Ridge display disp(7).
Repainting is usually only necessary after running a program which writes directly to the
display, rather than using the display management software, in order to write over parts of win-
dows.

SEE ALSO

Ridge Multi-Window Display Management Guide
copybits(3), graf(3), windows(3), disp(7)

Page 1 (9010-E2)



REGCMP(1) (UNIX 5.0) REGCMP(1)

NAME

regcmp — regular expression compile

SYNTAX

regemp [ — | files

DESCRIPTION

Regemp, in most cases, precludes the need for calling regemp(3X) from C programs. This saves
on both execution time and program size. The command regemp compiles the regular expres-
sions in file and places the output in file.i. If the — option is used, the output will be placed in
file.c. The format of entries in file is a name (C variable) followed by one or more blanks fol-
lowed by a regular expression enclosed in double quotes. The output of regemp is C source
code. Compiled regular expressions are represented as extern char vectors. Fie.i files may
thus be ¢ncluded into C programs, or file.c files may be compiled and later loaded. In the C pro-
gram which uses the regemp output, regez( abe,line) will apply the regular expression named abe
to line. Diagnostics are self-explanatory.

EXAMPLES

name “([A- Za— z][A- Za- 20- 9_]*)$0”

telno  "\({o,1}([2- 9][01][1- 9])$0\){0,1} *
"([2- 9][0- 9] {2})$1[ - [{o.1}
“([o- 9] {a}) 82"

In the C program that uses the regecmp output,
regex(telno, line, area, exch, rest)

will apply the regular expression named telno to line.

SEE ALSO
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regemp(3X).
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NAME
rev — reverse lines of a file

SYNTAX
rev [ file ] ...

DESCRIPTION
Rev copies the named files to the standard output, reversing the order of characters in every
line.

If no file is specified, the standard input is copied.
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NAME

rlogin — remote login

SYNTAX

rlogin rhost [ —e ¢ ] [ —1 username ]

DESCRIPTION

Rlogin connects your terminal on the current local host system lhost to the remote host system
rhost.

Each host has a file /etc/hosts.equiv which contains a list of rhost’s with which it shares account
names. (The host names must be the standard names as described in rsk(1).) When you rlogin
as the same user on an equivalent host, you don’t need to give a password. Each user may also
have a private equivalence list in a .rhosts file in his login directory. Each line in this file should
contain an rhost and a username separated by a space, giving additional cases where logins
without passwords are to be permitted. If the originating user is not equivalent to the remote
user, then a login and password will be prompted for on the remote machine as in login(1). To
avoid some security problems, the .rhosts file must be owned by either the remote user or root
and may not be a symbolic link.

All echoing takes place at the remote site, so that (except for delays) the rlogin is transparent.
Flow control via “S and "Q and flushing of input and output on interrupts are handled prop-
erly. A line of the form “".” disconnects from the remote host, where “~” is the escape charac-
ter. A different escape character may be specified by the —e option. There is no space separat-
ing this option flag and the argument character. '

SEE ALSO

Page 1

rsh(1)
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NAME

rlogind — remote login server
SYNTAX

/etc/rlogind [ —d |
DESCRIPTION

Rlogind is the server for the rlogin(1) program. The server provides a remote login facility with

authentication based on privileged port numbers.

Rlogind listens for service requests at the port indicated in the “login” service specification; see

services(4). When a service request is received, the following protocol is initiated:

1) The server checks the client’s source port. If the port is not in the range 0-1023, the
server aborts the connection.

2) The server checks the client’s source address. If the address is associated with a host
for which no corresponding entry exists in the host name data base (see hosts(4)), the
server aborts the connection.

Once the source port and address have been checked, rlogind allocates a pseudo terminal (see
pty(7)), and manipulates file descriptors so that the slave half of the pseudo terminal becomes
the stdin, stdout, and stderr for a login process. The login process is an instance of the
login(1) program, invoked with the —R option. The login process then proceeds with the
authentication process as described in rshd(1), but if automatic authentication fails, it
reprompts the user to login as one finds on a standard terminal line.

The parent of the login process manipulates the master side of the pseudo terminal, operating

as an intermediary between the login process and the client instance of the rlogin program. In

normal operation, the packet protocol described in pty(4) is invoked to provide "S/"Q type
facilities and propagate interrupt signals to the remote programs.
DIAGNOSTICS

All diagnostic messages are returned on the connection associated with the stderr, after which

any network connections are closed. An error is indicated by a leading byte with a value of 1.

‘““‘Hostname for your address unknown.”

No entry in the host name database existed for the client’s machine.

“Try again.”

A fork by the server failed.

“/bin/sh: ...”

The user’s login shell could not be started.

BUGS

The authentication procedure used here assumes the integrity of each client machine and the

connecting medium. This is insecure, but is useful in an “open” environment.

A facility to allow all data exchanges to be encrypted should be present.
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NAME

rm, rmdir — remove files or directories
SYNTAX

rm [ — fri] file ...

rmdir dir ...
DESCRIPTION

Rmdir removes one or more directories, which must be empty.

Rm removes one or more file entries from a directory. If an entry was the last link to the file,
the file is destroyed.

Removal of a file requires write permission in its directory, but neither read nor write permis-
sion on the file itself.

If file has no write permission, and the standard input is the terminal, rm prints its access code
and prompts the user for go-ahead to remove that file. User response must begin with y, or the
file will not be removed.

-f specifies that no questions will be asked before rm removes files without write permission.

If the standard input is not a terminal, no questions are asked.

Rm -r directory causes rm to remove each file in the directory (unless it has no write permission
in which case it will ask), and then the directory itself.

Rm -i files specifies that rm will interactively ask whether to delete each file.

Rm -ir directories specifies that rm will ask which named directories you want to examine, and
then which flles within your selected directories you want to remove, then which directories
you want to remove.

It is forbidden to remove the file .. merely to avoid the antisocial consequences of inadvertently
doing something like:

m-—r.*

SEE ALSO
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unlink(2).
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NAME
rmail — handle remote mail received via uucp

SYNTAX
rmail user ...

DESCRIPTION
Rmail interprets incoming mail received via uucp(l), collapsing “From” lines in the form gen-
erated by binmaidl(1) into a single line of the form “return-path!sender”, and passing the pro-
cessed mail on to sendmail(1).
Rmail is explicitly designed for use with uuep and sendmaal.

SEE ALSO
binmail(1), uucp(1), sendmail(1)

BUGS
Rmail hangs if executed directly.
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NAME

rmdel — remove a delta from an SCCS file

SYNTAX

rmdel — rSID files

DESCRIPTION

Rmdel removes the delta specified by the SID from each named SCCS file. The delta to be
removed must be the newest (most recent) delta in its branch in the delta chain of each named
SCCS file. In addition, the specified must no! be that of a version being edited for the purpose
of making a delta (i. e., if a p-file (see get(1)) exists for the named SCCS file, the specified
must not appear in any entry of the p-file).

If a directory is named, rmdel behaves as though each file in the directory were specified as a
named file, except that non-SCCS files (last component of the path name does not begin with
s.) and unreadable files are silently ignored. If a name of — is given, the standard input is
read; each line of the standard input is taken to be the name of an SCCS file to be processed;
non-SCCS files and unreadable files are silently ignored.

The exact permissions necessary to remove a delta are documented in the Source Code Control
System User’s Guide. Simply stated, they are either (1) if you make a delta you can remove it;
or (2) if you own the file and directory you can remove a delta.

FILES
x-file (see delta(1))
z-file (see delta(1))
SEE ALSO
delta(1), get(1), help(1), prs(1), scesfile(4).
Source Code Control System User’s Guide in Interactive Access to ROS.
DIAGNOSTICS
Use help(1) for explanations.
Page 1
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NAME

rsh — remote shell
SYNTAX

rsh host | —1 username | [ —n | command
DESCRIPTION

FILES

Rsh connects to the specified host, and executes the specified command. Rsh copies its standard
input to the remote command, the standard output of the remote command to its standard out-
put, and the standard error of the remote command to its standard error. Interrupt, quit and

terminate signals are propagated to the remote command; rsh normally terminates when the
remote command does.

The remote username used is the same as your local username, unless you specify a different
remote name with the —l option. This remote name must be equivalent (in the sense of rlo-

gin(1)) to the originating account; no provision is made for specifying a password with a com-
mand.

If you omit command, then, instead of executing a single command, you will be logged in on the
remote host using rlogin(1).

Shell metacharacters which are not quoted are interpreted on local machine, while quoted meta-
characters are interpreted on the remote machine. Thus, the command

rsh otherhost cat remotefile >> localfile
appends the remote file remotefile to the localfile localfile, while
rsh otherhost cat remotefile ">>" otherremotefile
appends remotefile to otherremotefile.

Host names are given in the file /etc/hosts. Each host has one standard name (the first name
given in the file) which is rather long and unambiguous, and optionally one or more nicknames.

/etc/hosts

SEE ALSO

BUGS
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rlogin(1)

If you are using csh(1) and you put a rsk(1) in the background without redirecting its input
away from the terminal, it will block even if no reads are posted by the remote command. If no
input is desired, you should redirect the input of rsh to /dev/null using the —n option.

You cannot run an interactive command (like v¢(1)). Instead, use rlogin(1).

Stop signals terminate the local rsh process only. This is arguably wrong, but currently hard to
fix for reasons too complicated to explain here.

Remote commands that treat standard out and standard in do not work as usual because stan-

dard out is not a terminal for the remote shell. For instance, 11 -C must be used to force the
long listing into a columns.
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NAME
rshd — remote shell server

SYNTAX
/etc/rshd

DESCRIPTION

Rshd is the server for the rsh(1) program. The server provides remote execution facilities with
authentication based on privileged port numbers.

Rshd listens for service requests at the port indicated in the “cmd” service specification; see ser-
vices(4). When a service request is received, the following protocol is initiated:

1) The server checks the client’s source port. If the port is not in the range 0-1023, the
server aborts the connection.

2) The server reads characters from the socket up to a null (\0’) byte. The resulting
string is interpreted as an ASCII number, base 10.

3) If the number received in step 1 is non-zero, it is interpreted as the port number of a
secondary stream to be used for the stderr. A second connection is then created to the

specified port on the client’s machine. The source port of this second connection is also
in the range 0-1023.

4) The server checks the client’s source address. If the address is associated with a host
for which no corresponding entry exists in the host name data base (see hosts(4)), the
server aborts the connection.

5) ‘A null terminated user name of, at most, 16 characters is retrieved on the initial socket.
This user name is interpreted as a user identity to use on the server’s machine.

6) A null terminated user name of, at most, 16 characters is retrieved on the initial socket.
This user name is interpreted as the user identity on the client’s machine.

7) A null terminated command to be passed to a shell is retrieved on the initial socket.
The length of the command is limited by the upper bound on the size of the system’s
argument list.

8) Rshd then validates the user according to the following steps. The remote user name is
looked up in the password file and a chdir is performed to the user’s home directory. If
either the lookup or chdir fail, the connection is terminated. If the user is not the
super-user, (user id 0), the file /etc/hosts.equiv is consulted for a list of hosts considered
“equivalent”. If the client’s host name is present in this file, the authentication is con-
sidered successful. If the lookup fails, or the user is the super-user, then the file .rhosts
in the home directory of the remote user is checked for the machine name and identity
of the user on the client’s machine. If this lookup fails, the connection is terminated.

9) A null byte is returned on the connection associated with the stderr and the command
line is passed to the normal login shell of the user. The shell inherits the network con-
nections established by rshd.

DIAGNOSTICS
All diagnostic messages are returned on the connection associated with the stderr, after which
any network connections are closed. An error is indicated by a leading byte with a value of 1 (0
is returned in step 9 above upon successful completion of all the steps prior to the command
execution).

“locuser too long”
The name of the user on the client’s machine is longer than 16 characters.
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‘“‘remuser too long’’
The name of the user on the remote machine is longer than 16 characters.

‘“‘command too long ”’
The command line passed exceeds the size of the argument list (as configured into the system).

‘‘Hostname for your address unknown.”
No entry in the host name database existed for the client’s machine.

“Login incorrect.”
No password file entry for the user name existed.

““No remote directory.”
The chdir command to the home directory failed.

“Permission denied.”
The authentication procedure described above failed.

‘‘Can’t make pipe.”’
The pipe needed for the stderr, wasn’t created.
“Try again.”
A fork by the server failed.
**/bin/sh: ...”
The user’s login shell could not be started.
SEE ALSO
rsh(1)
BUGS

The authentication procedure used here assumes the integrity of each client machine and the
connecting medium. This is insecure, but is useful in an “open” environment.

A facility to allow all data exchanges to be encrypted should be present.
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NAME

ruptime — show host status of local machines
SYNTAX

ruptime [—a ] [—1][—t][—u]
DESCRIPTION

Ruptime gives a status line like uptime for each machine on the local network; these are formed
from packets broadcast by each host on the network once a minute.

Machines for which no status report has been received for 5 minutes are shown as being down.
Users idle an hour or more are not counted unless the —a flag is given.

Normally, the listing is sorted by host name. The —1, —t , and —u flags specify sorting by load
average, uptime, and number of users, respectively.

FILES
/usr /spool/rwho/whod.* data files

SEE ALSO
rwho(1)
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NAME

rwho — who’s logged in on local machines
SYNTAX

rwho [ —a |
DESCRIPTION

The rwho command produces output similar to who, but for all machines on the local network.
If no report has been received from a machine for 5 minutes, then rwho assumes the machine is
down and does not report users last known to be logged into that machine.

If a user hasn’t typed to the system for a minute or more, then rwho reports this idle time. If a
user hasn’t typed to the system for an hour or more, then the user will be omitted from the out-
put of rwho unless the —a flag is given. ‘

FILES
/usr/spool /rwho/whod.* information about other machines

SEE ALSO
ruptime(1), rwhod(1)

BUGS
This is unwieldy when the number of machines on the local net is large.

Idle time is not reported.
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NAME
rwhod — system status server
SYNTAX
/ete/rwhod
DESCRIPTION
Ruwhod is the server which maintains the database used by the rwho(1) and ruptime(1) programs.
Its operation is predicated on the ability to broadcast messages on a network.
Rwhod operates as both a producer and consumer of status information. As a producer of infor-
mation, it periodically queries the state of the system and constructs status messages which are
broadcast on a network. As a consumer of information, it listens for other rwhod servers’ status
messages, validating them, then recording them in a collection of files located in the directory
Jusr/spool/rwho.
The rwho server transmits and receives messages at the port indicated in the “rwho” servxce
specification, see services(4). The messages sent and received are of the form:
struct outmp {
char  out_line[8];/* tty name */
char  out_name|[8];/* user id */
long  out_time;/* time on */
}
struct whod {
char  wd_vers;
char  wd_type;
char  wd_fill[2];
int wd_sendtime;
int wd_recvtime;
char  wd_hostname([32];
int wd_loadav([3];
int wd_boottime;
struct whoent {
struct outmp we_utmp;
int we_idle;
} wd_we[1024 / sizeof (struct whoent)];
b
The array at the end of the message contains information about the users logged in to the send-
ing machine. This information includes the contents of the utmp(4) entry for each non-idle ter-
minal line and a value indicating the time since a character was last received on the terminal
line.
Messages received by the rwho server are discarded unless they originated at a rwho server’s
port. In addition, if the host’s name in the message contains any unprintable ASCII characters,
the message is discarded. Valid messages received by rwhod are placed in files named
whod.hostname in the directory /usr/spool/rwho. These files contain only the most recent mes-
sage, in the format described above.
Status messages are generated approximately once every 60 seconds.
SEE ALSO
rwho(1), ruptime(1)
Page 1 (9010-E2)



RWHOD(1) (bsd 4.2) RWHOD(1)

BUGS
Should relay status information between networks. People often interpret the server dying as a
machine going down.
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NAME

(UNIX 5.0) SACT(1)

sact — print current SCCS file editing activity

SYNTAX
sact flles

DESCRIPTION

Sact informs the user of any impending deltas to a named SCCS file. This situation occurs
when get(1) with the — e option has been previously executed without a subsequent execution
of delta(1). If a directory is named on the command line, sact behaves as though each file in
the directory were specified as a named file, except that non-SCCS files and unreadable flles are
silently ignored. If a name of — is given, the standard input is read with each line being taken
as the name of an SCCS file to be processed.

The output for each named file consists of five fields separated by spaces.

Field 1

Field 2
Field 3

Field 4
Field 5
SEE ALSO

specifies the SID of a delta that currently exists in the SCCS file to which
changes will be made to make the new delta.

specifies the SID for the new delta to be created.

contains the logname of the user who will make the delta (i.e. executed a get
for editing). '

contains the date that get — e was executed.

contains the time that get — e was executed.

delta(1), get(1), unget(1).

DIAGNOSTICS

Use help(1) for explanations.
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NAME
scesdiff — compare two versions of an SCCS file
SYNTAX ‘
scesdiff —rSID1 —rSID2 [—p] [—sn] files
DESCRIPTION

Scesdiff compares two versions of an SCCS file and generates the differences between the two
versions.  Any number of SCCS files may be specified, but arguments apply to all files.

—rSID? SID1 and SID2 specify the deltas of an SCCS file that are to be compared.
Versions are passed to bdiff(1) in the order given.

—-p pipe output for each file through pr(1).
—sn n is the file segment size that bddiff will pass to diff(1). This is useful when
diff fails due to a high system load.
FILES
/tmp/get????? Temporary files
SEE ALSO

bdiff(1), get(1), help(1), pr(1).
Source Code Control System in ROS Utility Guide.
DIAGNOSTICS

“file: No differences” If the two versions are the same.
Use help(1) for explanations.
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NAME

sdiff — side-by-side difference program
SYNTAX

sdiff | options ... ] filel file2
DESCRIPTION

Sdiff uses the output of diff(1) to produce a side-by-side listing of two files indicating those
lines that are different. Each line of the two files is printed with a blank gutter between them if
the lines are identical, a < in the gutter if the line only exists in filel, a > in the gutter if the
line only exists in file2, and a |for lines that are different.

For example:

X | y

a a

b <

c <

d

> c
The following options exist:
-—wn Use the next argument, n, as the width of the output line. The default line length
is 130 characters.

-1 Only print the left side of any lines that are identical.
-8 Do not print identical lines. -

— o oulput Use the next argument, oulpul, as the name of a third file that is created as a user
controlled merging of filel and file2. Identical lines of filel and file2 are copied to
oulput. Sets of differences, as produced by diff(1), are printed; where a set of
differences share a common gutter character. After printing each set of differences,

sdiff prompts the user with a %and waits for one of the following user-typed com-
mands:

ot

append the left column to the output file
append the right column to the output file
turn on silent mode; do not print identical lines

turn off silent mode

o

call the editor with the left column
call the editor with the right column

o

call the editor with the concatenation of left and right
call the editor with a zero length file

a 06 060 0 06 < u =

exit from the program

On exit from the editor, the resulting file is concatenated on the end of the output
file.

SEE ALSO
aiff(1), ed(1).
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NAME

sed — stream editor
SYNTAX

sed[ — n] [ — escript] [ — fsfile ] [ files ]
DESCRIPTION

Page 1

Sed copies the named files (standard input default) to the standard output, edited according to a
script of commands. The — f option causes the script to be taken from file sfile; these options
accumulate. If there is just one — e option and no — f options, the flag — e may be omitted.
The — n option suppresses the default output. A script consists of editing commands, one per
line, of the following form:

[ address [ , address ] ] function [ arguments ]

In normal operation, sed cyclically copies a line of input into a pattern space (unless there is
something left after a D command), applies in sequence all commands whose addresses select
that pattern space, and at the end of the script copies the pattern space to the standard output
(except under — mn) and deletes the pattern space.

Some of the commands use a hold space to save all or part of the pattern space for subsequent
retrieval.

An address is either a decimal number that counts input lines cumulatively across files, a § that
addresses the last line of input, or a context address, i.e., a /rcgular cxpres.sion/ in the style of
ed(1) modified thus:

In a context address, the construction \fregular ezpression?, where ? is any character,
is identical to /regular ezpression/. Note that in the context address
\xabc\xdefx, the second x stands for itself, so that the regular expression is
abexdef.

The escape sequence \n matches a new-line embedded in the pattern space.

A period . matches any character except the terminal new-line of the pattern space.

A command line with no addresses selects every pattern space.

A command line with one address selects each pattern space that matches the address.

A command line with two addresses selects the inclusive range from the first pattern
space that matches the first address through the next pattern space that matches
the second. (If the second address is a number less than or equal to the line
number first selected, only one line is selected.)Thereafter the process is
repeated, looking again for the first address.

Editing commands can be applied only to non-selected pattern spaces by use of the negation
function ! (below).

In the list that follows, the maximum allowable number of addresses for each function is indi-
cated in parentheses.

The tezt argument consists of one or more lines, all but the last of which end with \ to hide the
new-line. Backslashes in text are treated like backslashes in the replacement string of an s
command, and may be used to protect initial blanks and tabs against the stripping that is done
on every script line. The rfile or wfile argument must terminate the command line and must be
preceded by exactly one blank. Each wfile is created before processing begins. There can be at

most 10 distinct wfile arguments. '

(1) a\
text Append. Place fext on the output before reading the next input line.
(2) blabel Branch to the : command bearing the label. If label is empty, branch to end of

script.
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(2)c

text \ Change. Delete the pattern space. With 0 or 1 address or at the end of a 2-address
range, place tezt on the output. Start the next cycle.

(2)d Delete the pattern space. Start the next cycle.

(2)D Delete the initial segment of the pattern space through the first new-line. Start the
next cycle.

(2)g Replace the contents of the pattern space by the contents of the hold space.

(2 G Append the contents of the hold space to the pattern space.

(2)h Replace the contents of the hold space by the contents of the pattern space.

(2)H Append the contents of the pattern space to the hold space.

(1) i\

text Insert. Place text on the standard output.

(2)1 List the pattern space on the standard output in an unambiguous form. Non-
printing characters are spelled in two-digit ASCII; long lines are folded.

(2)n Copy the pattern space to the standard output. Replace pattern space with next
input line. ’

(2) N Append the next line of input to the pattern space with an embedded new-line.
(The current line number changes.)

(2)p Print. Copy pattern space to standard output.

(2)P Copy the initial segment of the pattern space through the first new-line to the stan-
dard output.

(1)q Quit. Branch to the end of the script. Do not start a new cycle.

(2) r rfile Read the contents of rfile. Place them on the output before reading the next input
line.

(2) s/regular expression/replacement/flags
Substitute the replacement string for instances of the regular expresston in the pattern

space. Any character may be used instead of / For a fuller description see ed(1).
Flags is zero or more of:

g Global. Substitute for all nonoverlapping instances of the regular
expression rather than just the first one.
P Print the pattern space if a replacement was made.

w wfde Write. Append the pattern space to wfile if a replacement was made.

(2) t label Test. Branch to the : command bearing the label if any substitutions have been
made since the most recent reading of an input line or execution of a t. If label is
empty, branch to end of script.

(2) w wfile Write. Append the pattern space to wfile.

(2)x Exchange the contents of pattern and hold spaces.

(2) y/string1/string2/ «
Transform. Replace all occurrences of characters in stringl with the corresponding
character in string2. The lengths of stringl and string2 must be equal.

(2)! function
Don’t. Apply the function (or group, if function is {) only to lines not selected by
the address(es).

(0) : label This command does nothing; it bears a label for b and t commands to branch to.

(1) = Place the current line number on the standard output as a line.
(2) { Execute the following commands through a matching }only when the pattern space
is selected.
(0) An empty command is ignored.
SEE ALSO

awk(1), ed(1), grep(1).
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NAME

sendmail — send mail over the internet

SYNTAX

/usr/lib/sendmail | flags | [ address ... |
newaliases

mailq

DESCRIPTION

Page 1

Sendmail sends a message to one or more people, routing the message over whatever networks
are necessary. Sendmail does internetwork forwarding as necessary to deliver the message to
the correct place.

Sendmail is not intended as a user interface routine. Other programs provide user-friendly front
ends, while sendmail is used only to deliver pre-formatted messages.

With no flags, sendmail reads its standard input up to a control-D or a line with a single dot
and sends a copy of the letter found there to all of the addresses listed. It determines the net-
work to use based on the syntax and contents of the addresses.

Local addrfses are looked up in a file and aliased appropriately. Aliasing can be prevented by
preceding the address with a backslash. Normally, the sender is not included in any alias
expansions (e.g., if ‘john’ sends to ‘group’ and ‘group’ includes ‘john’ in the expansion) then the
letter will not be delivered to ‘john’.

‘

Flags are:

—ba Go into ARPANET mode. All input lines must end with a CR-LF, and all
messages will be generated with a CR-LF at the end. Also, the “From:” and
“Sender:” fields are examined for the name of the sender.

—bd Run as a daemon.

—bi Initialize the alias database.

—bm Deliver mail in the usual way (default).

—-bp Print a listing of the queue.

—bs Use the SMTP protocol as described in RFC821. This flag implies all the
operations of the —ba flag that are compatible with SMTP.

—bt Run in address test mode. This mode reads addresses and shows the steps in
parsing; it is used for debugging configuration tables.

—bv Verify names only — do not try to collect or deliver a message. Verify mode
is normally used for validating users or mailing lists.

—bz Create the configuration freeze file.

—Cfile Use alternate configuration file.

—dX Set debugging value to X.

—F fullname Set the full name of the sender.

—fname Sets the name of the “from” person (i.e., the sender of the mail). —f can
only be used by the special users root, daemon, and network, or if the person
you are trying to become is the same as the person you are.

—hN Set the hop count to N. The hop count is incremented every time the mail is

processed. When it reaches a limit, the mail is returned with an error mes-
sage, the victim of an aliasing loop.
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—-n
—ozvalue

—q[time]

—rname

-V

(bsd 4.2) SENDMAIL(1)

Don’t do aliasing.
Set option z to the specified value. Options are described below.

Process saved messages in the queue at given intervals. If time is omitted,
process the queue once. Time is given as a tagged number, with ‘s’ being
seconds, ‘m’ being minutes, ‘h’ being hours, ‘d’ being days, and ‘w’ being
weeks. For example, “—q1lh30m” or “~q90m” would both set the timeout to
one hour thirty minutes.

An alternate and obsolete form of the —f flag.

Read message for recipients. To:, Ce:, and Bec: lines will be scanned for peo-
ple to send to. The Bcc: line will be deleted before transmission. Any
addresses in the argument list will be suppressed.

Go into verbose mode. Alias expansions will be announced, etc.

There are also a number of processing options that may be set. Normally these will only be
used by a system administrator. Options may be set either on the command line using the —o
flag or in the configuration file. These are described in detail in the Installation and Operation
Guide. The options are:

Afile

c

dz

er

Fmode

gN
Hjile

e

Ln

°

Qqueunedir

ritimeout

(9010-E2)

Use alternate alias file.

On mailers that are considered “expensive” to connect to, don’t initiate
immediate connection. This requires queueing.

Set the delivery mode to z. Delivery modes are ‘i’ for interactive (synchro-
nous) delivery, ‘b’ for background (asynchronous) delivery, and ‘q’ for queue
only (i.e., actual delivery is done the next time the queue is run).

Try to automatically rebuild the alias database, if necessary.

Set error processing to mode z. Valid modes are ‘m’ to mail back the error
message, ‘w’ to ‘“write” back the error message {or mail it back if the sender
is not logged in), ‘p’ to print the errors on the terminal (default), ‘q’ to throw
away error messages {only exit status is returned), and ‘e’ to do special pro-
cessing for the BerkNet. If the text of the message is not mailed back by
modes ‘m’ or ‘w’ and if the sender is local to this machine, a copy of the mes-
sage is appended to the file “dead.letter” in the sender’s home directory.

The mode to use when creating temporary files.

Save UNIX-style From lines at the front of messages.

The default group id to use when calling mailers.

The SMTP help file.

Do not take dots on a line by themselves as a message terminator.
The log level.

Send to “me” (the sender) if I am in an alias expansion.

If set, this message may have old style headers. If not set, this message is
guaranteed to have new style headers (i.e., commas instead of spaces
between addresses). If set, an adaptive algorithm is used that will correctly
determine the header format in most cases. '

Select the directory in which to queue messages.

The timeout on reads; if none is set, sendmatl will wait forever for a mailer.
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FILES

Sfile Save statistics in the named file.

s Always instantiate the queue file, even under circumstances where it is not
strictly necessary.

Ttime Set the timeout on messages in the queue to the specified time. After sitting
in the queue for this amount of time, they will be returned to the sender.
The default is three days. :

tstz,dtz Set the name of the time zone.
uN Set the default user id for mailers.

If the first character of the user name is a vertical bar, the rest of the user name is used as the
name of a program to pipe the mail to. It may be necessary to quote the name of the user to
keep sendmail from suppressing the blanks from between arguments.

Sendmail returns an exit status describing what it did. The codes are defined in <sysezits.h>

EX_OK Successful completion on all addresses.

EX_NOUSER User name not recognized.

EX_UNAVAILABLE Catchall, meaning necessary resources were not available.
EX_SYNTAX Syntax error in address. ’

EX_SOFTWARE Internal software error, including bad arguments.
EX_OSERR Temporary operating system error, such as cannot fork.
EX_NOHOST Host name not recognized.

EX_TEMPFAIL Message could not be sent immediately, but was queued.

If invoked as newaliases, sendmail will rebuild the alias database. If invoked as matilg, sendmasl
will print the contents of the mail queue.

Except for /usr/lib/sendmail.cf, these pathnames are all specified in /usr/lib/sendmail.cf. Thus,
these values are only approximations.

/usr/lib/aliases raw data for alias names
/usr/lib/aliases.pag data base of alias names
/usr/lib/aliases.dir data base of alias names
/usr/lib/sendmail.cf configuration file
/Jusr/lib/sendmail fc frozen configuration
/usr/lib/sendmail hf help file
/Jusr/lib/sendmail st collected statistics
/usr/bin/uux to deliver uucp mail
/bin/binmail to deliver local mail
/usr/spool/mqueue/* temp files

SEE ALSO

BUGS

Page 3

binmail(1), mail(1), aliases(4), rmail(1), mailaddr(5);
DARPA Internet Request For Comments RFC819, RFC821, RFC822;
Sendmail Installation and Operation Guide in the Ridge Utility Guide.

Sendmail converts blanks in addresses to dots. This is incorrect according to the old ARPANET

mail protocol RFC733 (NIC 41952), but is consistent with the new protocols (RFC822).
When used with csh "I" must be backslashed.
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NAME

setfont — set the font in a window
SYNTAX

setfont | file |
DESCRIPTION

Setfont is used to determine or modify the font associated with a window on the Ridge Display
disp(7). File is the pathname of a font specification file.

Standard font files are held in the /fonts directory. The format of the bit-matrix font file is
described in font(4).

If no file is given, setfont displays the name of the font in use within the window in which it is
executed.

Each window may have its own font.

FILES
/fonts/%

SEE ALSO
windows(3X), font(4)
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NAME
setmnt — establish mount table
SYNTAX
/ete/setmnt,
DESCRIPTION
Setmnt creates the /etc/mnttab table (see mnttab(4)), which is needed for both the mount(1)
and umount commands. Selmnt reads standard input and creates a mnitab entry for each line.
Input lines have the format:
filesys node
where filesys is the name of the file system’s special file (e.g., *‘rp??°’’) and node is the root
name of that file system. Thus filesys and node become the first two strings in the mnttab(4)
entry.
FILES
/etc/mnttab
SEE ALSO
mnttab(4).
BUGS

Evil things will happen if filesys or node are longer than 10 characters.
Setmnt silently enforces an upper limit on the maximum number of mnitab entries.
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NAME
settek — set a window to Tektronix 4014 emulation mode

SYNTAX
settek

DESCRIPTION
Settek activates Tektronix 4014 emulation mode in the Ridge Monochrome Display window
in which it is executed. The window is initially cleared, Alpha mode is set, and the cursor is set
at the home position.

tm

Tektronix 4014 mode can also be set by typing ESC %%! 0.

Tektronix 4014 mode remains in effect until X3.64 mode is activated with setx3.64(1) or by
typing ESC %! 1.

SEE ALSO
setx3.64(1), wgraf(3X), windows(3X), disp(7)
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NAME

settitle — set the title of a window
SYNTAX

settitle | name |
DESCRIPTION

Settitle is used to determine or modify the title associated with a window on the Ridge display
disp(7). If an argument is given, settitle sets the string that is used when displaying the title
tab for the window to name.

If no argument is given, the title string associated with the window where settitle is run will be
printed on the standard output.

SEE ALSO
windows(3)
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NAME
setx3.64 — set a window to ANSI X3.64 emulation mode

SYNTAX
setx3.64

DESCRIPTION

Setx3.84 activates ANSI X3.64 emulation mode in the Ridge Monochrome Display window in
which it is executed.

ANSI X3.64 mode can also be set by typing ESC %! 1.

ANSI X3.64 mode remains in effect until Tektronix 4014 mode is activated with settek(1) or
by typing ESC %! 0. ANSI X3.64 mode is the default terminal emulation mode for a newly
opened window.

NOTES
ANSI X3.64 is the American National Standards Institute code number for terminal characteris-
tics, such as implemented by the DEC VT-100 terminal.

SEE ALSO
settek(1), windows(3X), disp(7)

tm
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NAME

setwsize — set the size of a window
SYNTAX

setwsize | width height |
DESCRIPTION

Setwsize is used to determine or modify the size of a window on the Ridge display disp(7). If
two decimal numeric arguments are given, setwsize sets the size of the window in which it is exe-
cuted to width and height.

The size unit depends on the mode of the window. If the window is in ASCII or ANSI X3.64
emulation modes, the width and height are specified in columns and lines of text. Otherwise,
the width and height are specified in display coordinates (pixels).

If no argument is given, the width and height (in decimal, separated by a space) of the window
where setwstze is run will be printed on the standard output. This output string is in suitable
format for use as the arguments to a later sefwsize.

SEE ALSO
settek(1), setx3.64(1), windows(3)
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NAME

sh, rshell — shell, the standard/restricted command programming language

SYNTAX

sh | —acefhiknrstuvx | [ args |
rshell [ —acefhiknrstuvx | | args |

DESCRIPTION

Sh is a command programming language that executes commands read from a terminal or a file.
Rshell is a restricted version of the standard command interpreter sk; it is used to set up login
names and execution environments whose capabilities are more controlled than those of the
standard shell. See Invocation below for the meaning of arguments to the shell.

Definitions

A blank is a tab or a space. A name is a sequence of letters, digits, or underscores beginning

with a letter or underscore. A parameter is a name, a digit, or any of the characters *, @, #, ?,
—, $,and!
b 2 .

Commands

Page 1

A simple-command is a sequence of non-blank words separated by blanks. The first word
specifies the name of the command to be executed. Except as specified below, the remaining
words are passed as arguments to the invoked command. The command name is passed as
argument O (see ezec(2)). The value of a simple-command is its exit status if it terminates nor-
mally, or (octal) 200+status if it terminates abnormally (see signal(2) for a list of status values).

A pipeline is a sequence of one or more commands separated by | (or, for historical compatibil-
ity, by “). The standard output of each command but the last is connected by a pipe(2) to the
standard input of the next command. Each command is run as a separate process; the shell

waits for the last command to terminate. The exit status of a pipeline is the exit status of the
last command.

A list is a sequence of one or more pipelines separated by ;, &, &&, or ||, and optionally ter-
minated by ; or &. Of these four symbols, ; and & have equal precedence, which is lower than
that of && and ||. The symbols && and || also have equal precedence. A semicolon (;) causes
sequential execution of the preceding pipeline; an ampersand (&) causes asynchronous execution

of the preceding pipeline (i.e., the shell does not wait for that pipeline to finish). The symbol

&& (|]) causes the list following it to be executed only if the preceding pipeline returns a zero
(non-zero) exit status. An arbitrary number of new-lines may appear in a list, instead of semi-
colons, to delimit commands.

A command is either a simple-command or one of the following. Unless otherwise stated, the
value returned by a command is that of the last simple-command executed in the command.

for name [ in word ... | do list done
Each time a for command is executed, name is set to the next word taken from the in
word list. If in word ... is omitted, then the for command executes the do list once for
each positional parameter that is set (see Parameter Substitution below). Execution
ends when there are no more words in the list.

case word in [ pattern [ | pattern | ... ) list 53 | ... esac
A case command executes the list associated with the first pattern that matches word.
The form of the patterns is the same as that used for file-name generation (see File
Name Generation) except that a slash, a leading dot, or a dot immediately following a
slash need not be matched explicitly.

if list then list | elif list then list | ... [ else list | fi
The list following if is executed and, if it returns a zero exit status, the list following
the first then is executed. Otherwise, the list following elif is executed and, if its value
is zero, the list following the next then is executed. Failing that, the else list is
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executed. If no else list or then list is executed, then the if command returns a zero
exit status.

while list do list done
A while command repeatedly executes the while list and, if the exit status of the last
command in the list is zero, executes the do list; otherwise the loop terminates. If no
commands in the do list are executed, then the while command returns a zero exit
status; until may be used in place of while to negate the loop termination test.

(list)
Execute list in a sub-shell.

{list;}
list is simply executed.

name () {list;}
Define a function which is referenced by name. The body of the function is the list of
commands between { and }. Execution of functions is described below (see Ezecution).

The following words are only recognized as the first word of a command and when not quoted:
if then else elif fi case esac for while until do done { }

Comments

A word beginning with # causes that word and all the following characters up to a new-line to
be ignored. :

Command Substitution

The standard output from a command enclosed in a pair of grave accents ( * * ) may be used as
part or all of a word; trailing new-lines are removed.

Parameter Substitution
The character $ is used to introduce substitutable parameters. There are two types of parame-
ters, positional and keyword. If parameter is a digit, it is a positional parameter. Positional

parameters may be assigned values by set. Keyword parameters (also known as variables) may
be assigned values by writing:

name=value | name=value | ...

Pattern-matching is not performed on value. There cannot be a function and a variable with
the same neme.

${parameter}
The value, if any, of the parameter is substituted. The braces are required only when
parameter is followed by a letter, digit, or underscore that is not to be interpreted as
part of its name. If parameter is * or @, all the positional parameters, starting with
$1, are substituted (separated by spaces). Parameter $0 is set from argument zero
when the shell is invoked.
${parameter:—word}
If parameter is set and is non-null, substitute its value; otherwise substitute word.
${parameter:=word} :
If parameter is not set or is null set it to word; the value of the parameter is substi-
tuted. Positional parameters may not be assigned to in this way.
${parameter:2word}
If parameter is set and is non-null, substitute its value; otherwise, print word and exit
from the shell. If word is omitted, the message “parameter null or not set” is printed.
${parameter:+word}
If parameter is set and is non-null, substitute word; otherwise substitute nothing.

In the above, word is not evaluated unless it is to be used as the substituted string, so that, in
the following example, pwd is executed only if d is not set or is null:
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echo ${d:~~ pwd+}

If the colon (:) is omitted from the above expressions, the shell only checks whether parameter
is set or not.

The following parameters are automatically set by the shell:

The number of positional parameters in decimal.

Flags supplied to the shell on invocation or by the set command.

The decimal value returned by the last synchronously executed command.
The process number of this shell.

The process number of the last background command invoked.

= ap I *

The following parameters are used by the shell:

HOME The default argument (home directory) for the ¢d command.

PATH The search path for commands (see Ezecution below). The user may not change
PATH if executing under rshell.

CDPATH
The search path for the e¢d command.

MATL If this parameter is set to the name of a mail file and the MAILPATH parame-
ter is not set, the shell informs the user of the arrival of mail in the specified
file.

MAILCHECK
This parameter specifies how often (in seconds) the shell will check for the
arrival of mail in the files specified by the MAILPATH or MAIL parameters.
The default value is 600 seconds (10 minutes). If set to 0, the shell will check
before each prompt.

MAILPATH
A colon (:) separated list of file names. If this parameter is set, the shell
informs the user of the arrival of mail in any of the specified files. Each file
name can be followed by % and a message that will be printed when the
modification time changes. The default message is you have mail.

PS1  Primary prompt string, by default “$ .

PS2 Secondary prompt string, by default “> ”.

IFS Internal field separators, normally space, tab, and new-line.

SHELL When the shell is invoked, it scans the environment (see Environment below) for
this name. If it is found and there is an ’r’ in the file name part of its value,
the shell becomes a restricted shell.

The shell gives default values to PATH, PS1, PS2, MAILCHECK and IFS. HOME and MAIL
are set by login(1).

Blank Interpretation

After parameter and command substitution, the results of substitution are scanned for internal
field separator characters (those found in IFS) and split into distinct arguments where such
characters are found. Explicit null arguments ("" or # ) are retained. Implicit null argu-
ments (those resulting from parameters that have no values) are removed.

File Name Generation

Page 3

Following substitution, each command word is scanned for the characters #, ?, and [. If one of
these characters appears the word is regarded as a pattern. The word is replaced with alpha-
betically sorted file names that match the pattern. If no file name is found that matches the
pattern, the word is left unchanged. The character . at the start of a file name or immediately
following a /, as well as the character / itself, must be matched explicitly.

* Matches any string, including the null string.
? Matches any single character.
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[...] Matches any one of the enclosed characters. A pair of characters separated by
— matches any character lexically between the pair, inclusive. If the first char-
acter following the opening “*[”” is a “!”” any character not enclosed is
matched.

Quoting
The following characters have a special meaning to the shell and cause termination of a word
unless quoted:

; & () | © < > new-line space tab

A character may be quoted (i.e., made to stand for itself) by preceding it with a \. The pair
\new-line is ignored. All characters enclosed between a pair of single quote marks ( 2 *),
except a single quote, are quoted. Inside double quote marks (""), parameter and command sub-
stitution occurs and \ quotes the characters \, *, ", and $. "$+" is equivalent to "$1 $2 ...",
whereas "$@" is equivalent to "$1" "$2" ....

Prompting
When used interactively, the shell prompts with the value of PS1 before reading a command. If

at any time a new-line is typed and further input is needed to complete a command, the secon-
dary prompt (i.e., the value of PS2) is issued.

Input/Output
Before a command is executed, its input and output may be redirected using a special notation
interpreted by the shell. The following may appear anywhere in a simple-command or may pre-

cede or follow a command and are not passed on to the invoked command; substitution occurs
before word or digit is used:

<word Use file word as standard input (file descriptor 0).

>word Use file word as standard output (file descriptor 1). If the file does not exist it is
created; otherwise, it is truncated to zero length.

>>word Use file word as standard output. If the file exists output is appended to it (by

first seeking to the end-of-file); otherwise, the file is created.

<<Z[—]word The shell input is read up to a line that is the same as word, or to an end-of-file.
The resulting document becomes the standard input. If any character of word is
quoted, no interpretation is placed upon the characters of the document; other-
wise, parameter and command substitution occurs, (unescaped) \new-line is
ignored, and \ must be used to quote the characters \, $, *, and the first char-
acter of word. If — is appended to <<, all leading tabs are stripped from word
and from the document.

<&digit Use the file associated with file descriptor digit as standard input. Similarly for
the standard output using >&digit.
<&~ The standard input is closed. Similarly for the standard output using >&—.

If any of the above is preceded by a digit, the file descriptor which will be associated with the
file is that specified by the digit (instead of the default 0 or 1). For example:

e 2>4&1
associates file descriptor 2 with the file currently associated with file descriptor 1.

The order in which redirections are specified is significant. The shell evaluates redirections left-
to-right. For example:

v 1>222 2>&1

first associates file descriptor 1 with file 22z. It associates file descriptor 2 with the file associ-
ated with file descriptor 1 (i.e. zzz). If the order of redirections were reversed, file descriptor 2
would be associated with the terminal (assuming file descriptor 1 had been) and file descriptor 1
would be associated with file zaxz.
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If a command is followed by & the default standard input for the command is the empty file
/dev/null. Otherwise, the environment for the execution of a command contains the file
descriptors of the invoking shell as modified by input/output specifications.

Redirection of output is not allowed in the restricted shell.

Environment

The environment (see environ(5)) is a list of name-value pairs that is passed to an executed pro-
gram in the same way as a normal argument list. The shell interacts with the environment in
several ways. On invocation, the shell scans the environment and creates a parameter for each
name found, giving it the corresponding value. If the user modifies the value of any of these
parameters or creates new parameters, none of these affects the environment unless the export
command is used to bind the shell’s parameter to the environment (see also set -a). A parame-
ter may be removed from the environment with the unsetcommand. The environment seen by
any executed command is thus composed of any unmodified name-value pairs originally inher-

ited by the shell, minus any pairs removed by unset, plus any modifications or additions, all of
which must be noted in export commands.

The environment for any simple-command may be augmented by prefixing it with one or more
assignments to parameters. Thus:

TERM=450 cmd and
(export TERM; TERM=450; cmd)

are equivalent (as far as the execution of ¢md is concerned). -

If the —k flag is set, all keyword arguments are placed in the environment, even if they occur
after the command name. The following first prints a=b ¢ and ¢:

echo a=b ¢
set —k -
echo a=b ¢

Signals

The INTERRUPT and QUIT signals for an invoked command are ignored if the command is fol-
lowed by &; otherwise signals have the values inherited by the shell from its parent, with the
exception of signal 11 (but see also the trap command below).

Execution

Page 5

Each time a command is executed, the above substitutions are carried out. If the command
name matches one of the Spectal Commands listed below, it is executed in the shell process. If
the command name does not match a Special Command, but matches the name of a defined
function, the function is executed in the shell process (note how this differs from the execution of
shell procedures). The positional parameters $1, $2, .... are set to the arguments of the func-
tion. If the command name matches neither a Special Command nor the name of a defined
function, a new process is created and an attempt is made to execute the command via ezec(2).

The shell parameter PATH defines the search path for the directory containing the command.
Alternative directory names are separated by a colon (:). The default path is :/bin:/usr/bin
(specifying the current directory, /bin, and /usr/bin, in that order). Note that the current
directory is specified by a null path name, which can appear immediately after the equal sign or
between the colon delimiters anywhere else in the path list. If the command name contains a /
the search path is not used; such commands will not be executed by the restricted shell. Other-
wise, each directory in the path is searched for an executable file. If the file has execute permis-
sion but is not an a.out file, it is assumed to be a file containing shell commands. A sub-shell is
spawned to read it. A parenthesized command is also executed in a sub-shell.

The location in the search path where a command was found is remembered by the shell (to
help avoid unnecessary ezecs later). If the command was found in a relative directory, its
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location must be re-determined whenever the current directory changes. The shell forgets all
remembered locations whenever the PATH variable is changed or the hash -r command is exe-
cuted (see below).

Special Commands

Input/output redirection is now permitted for these commands. File descriptor 1 is the default
output location. '

: No effect; the command does nothing. A zero exit code is returned.

. file Read and execute commands from file and return. The search path specified by PATH
is used to find the directory containing file.

break [ n ]
Exit from the enclosing for or while loop, if any. If n is specified break n levels.

continue | n |
Resume the next iteration of the enclosing for or while loop. If n is specified resume at
the n-th enclosing loop.

cd [ arg |
Change the current directory to arg. The shell parameter HOME is the default arg.
The shell parameter CDPATH defines the search path for the directory containing arg.
Alternative directory names are separated by a colon (:). The default path is <null>
(specifying the current directory). Note that the current directory is specified by a null
path name, which can appear immediately after the equal sign or between the colon
delimiters anywhere else in the path list. If arg begins with a / the search path is not
used. Otherwise, each directory in the path is searched for arg. The c¢d command may
not be executed by rshell.

echo | arg ... |
Echo arguments. See echo{1) for usage and description.

eval [ arg ... |
The arguments are read as input to the shell and the resulting command(s) executed.

exec [ arg ... | ’
The command specified by the arguments is executed in place of this shell without
creating a new process. Input/output arguments may appear and, if no other argu-
ments are given, cause the shell input/output to be modified.

exit [ n |
Causes a shell to exit with the exit status specified by n. If n is omitted the exit status
is that of the last command executed (an end-of-file will also cause the shell to exit.)

export [ name ... | : '
The given names are marked for automatic export to the environment of subsequently-
executed commands. If no arguments are given, a list of all names that are exported in
this shell is printed. Function names may not be exported.

hash [ —r | [ name ... ]
For each name, the location in the search path of the command specified by name is
determined and remembered by the shell. The -r option causes the shell to forget all
remembered locations. If no arguments are given, information about remembered com-
mands is presented. Hits is the number of times a command has been invoked by the
shell process. Cost is a measure of the work required to locate a command in the search
path. There are certain situations which require that the stored location of a command
be recalculated. Commands for which this will be done are indicated by an asterisk (*)
adjacent to the hits information. Cost will be incremented when the recalculation is
done. : ‘

newgrp | arg ... |
Equivalent to exec newgrp arg .... See newgrp(1) for usage and description.

pwd  Print the current working directory. See pwd(1) for usage and description.
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read [ name ... ]
One line is read from the standard input and the first word is assigned to the first
name, the second word to the second name, etc., with leftover words assigned to the last
name. The return code is 0 unless an end-of-file is encountered.
readonly [ name ... ]
The given names are marked readonly and the values of the these names may not be
changed by subsequent assignment. If no arguments are given, a list of all readonly
names is printed. '
return [ n |
Causes a function to exit with the return value specified by n. If n is omitted, the
return status is that of the last command executed.

set | ——aefhkntuvx [ arg ... | |

—a Mark variables which are modified or created for export.

—e Exit immediately if a command exits with a non-zero exit status.

—f - Disable file name generation

—~h Locate and remember function commands as functions are defined (function
commands are normally located when the function is executed).

—k All keyword arguments are placed in the environment for a command, not just
those that precede the command name.

—n Read commands but do not execute them.

—t Exit after reading and executing one command.

—u Treat unset variables as an error when substituting.

—v Print shell input lines as they are read.

—X Print commands and their arguments as they are executed.

—_ Do not change any of the flags; useful in setting $1 to —.
Using + rather than — causes these flags to be turned off. These flags can also be used
upon invocation of the shell. The current set of flags may be found in $—. The remain-

ing arguments are positional parameters and are assigned, in order, to $1, $2, .... If no
arguments are given the values of all names are printed.

shift [ n |
The positional parameters from $n+1 ... are renamed $1 .... If n is not given, it is

assumed to be 1.
test .
Evaluate conditional expressions. See test(1) for usage and description.
times
Print the accumulated user and system times for processes run from the shell.
trap[arg ][ n]...
The command arg is to be read and executed when the shell receives signal(s) n. (Note
that arg is scanned once when the trap is set and once when the trap is taken.) Trap
commands are executed in order of signal number. Any attempt to set a trap on a sig-
nal that was ignored on entry to the current shell is ineffective. An attempt to trap on
signal 11 (memory fault) produces an error. If arg is absent all trap(s) n are reset to
their original values. If arg is the null string this signal is ignored by the shell and by
the commands it invokes. If n is 0 the command arg is executed on exit from the shell.
The trap command with no arguments prints a list of commands associated with each
signal number.
type [ name ... ]
For each name, indicate how it would be interpreted if used as a command name.
ulimit [ —fp | [ n ]
imposes a size limit of n
—f imposes a size limit of n blocks on files written by child processes (files of any
size may be read). With no argument, the current limit is printed.
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—-p changes the pipe size to n (UNIX/RT only).
If no option is given, —f is assumed.

umask [ nnn | :
The user file-creation mask is set to nnn (see umask(2)). If nnn is omitted, the current
value of the mask is printed.

unset | name ... |
For each name, remove the corresponding variable or function. The variables PATH,
PS1, PS2, MAILCHECK and IFS cannot be unset.

wait [ n |
Wait for the specified process and report its termination status. If n is not given all
currently active child processes are waited for and the return code is zero.

Invocation
If the shell is invoked through ezec(2) and the first character of argument zero is —, commands
are initially read from /etc/profile and from $HOME/.profile, if such files exist. Thereafter,
commands are read as described below, which is also the case when the shell is invoked as
/bin/sh. The flags below are interpreted by the shell on invocation only; Note that unless the
—c or —s flag is specified, the first argument is assumed to be the name of a file containing com-
mands, and the remaining arguments are passed as positional parameters to that command file:

—c string If the —e flag is present commands are read from string.

—s If the —s flag is present or if no arguments remain commands are read from the
standard input. Any remaining arguments specify the positional parameters. Shell

_ output (except for Special Commands) is written to file descriptor 2.

—i If the —i flag is present or if the shell input and output are attached to a terminal,
this shell is ¢nteractive. In this case TERMINATE is ignored (so that kill O does not
kill an interactive shell) and INTERRUPT is caught and ignored (so that wait is
interruptible). In all cases, QUIT is ignored by the shell.

—r If the —r flag is present the shell is a restricted shell.

The remaining flags and arguments are described under the set command above.

Rshell Only

Rshell is used to set up login names and execution environments whose capabilities are more
controlled than those of the standard shell. The actions of rshell are identical to those of sh,
except that the following are disallowed:

changing directory (see ¢d(1)),

setting the value of $PATH,

specifying path or command names containing /,

redirecting output (> and >>).

The restrictions above are enforced after .profile is interpreted.

When a command to be executed is found to be a shell procedure, rshell invokes sh to execute it.
Thus, it is possible to provide to the end-user shell procedures that have access to the full power
of the standard shell, while imposing a limited menu of commands; this scheme assumes that the
end-user does not have write and execute permissions in the same directory.

The net effect of these rules is that the writer of the .profile has complete control over user
actions, by performing guaranteed setup actions and leaving the user in an appropriate direc-
tory (probably not the login directory).

The system administrator often sets up a directory of commands (i.e., /usr/rbin) that can be
safely invoked by rshell. Some systems also provide a restricted editor red.
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EXIT STATUS .
Errors detected by the shell, such as syntax errors, cause the shell to return a non-zero exit
status. If the shell is being used non-interactively execution of the shell file is abandoned. Oth-
erwise, the shell returns the exit status of the last command executed (see also the exit com-
mand above).

FILES
/ete/profile
$HOME/.profile
/tmp/shx
/dev/null

SEE ALSO
acctcom(1), cd(1), echo(1), env(1), login(1), newgrp(1), pwd(1), test(1), umask(1).
dup(2), exec(2), fork(2), pipe(2), signal(2), ulimit(2), umask(2), wait(2), a.out(4), profile(4),
environ(5).

CAVEATS

If a command is executed, and a command with the same name is installed in a directory in the
search path before the directory where the original command was found, the shell will continue
to ezec the original command. Use the hash command to correct this situation.

If you move the current directory or one above it, pwd may not give the correct response. Use
the ¢d command with a full path name to correct this situation.
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NAME
shutdown — terminate all processing

SYNTAX
/etc/shutdown

DESCRIPTION
Shutdown is part of the ROS System operation procedures. Its primary function is to terminate
all currently running processes in an orderly and cautious manner. The procedure is designed
to interact with the operator (i.e., the person who invoked shutdown). Shutdown may instruct
the operator to perform some specific tasks, or to supply certain responses before execution can
resume. Shutdown goes through the following steps:

All users logged on the system are notified to log off the system by a broadcasted message.
The operator may display his/her own message at this time. Otherwise, the standard file
save message is displayed.

If the operator wishes to run the file-save procedure, shutdown unmounts all file systems.

All file systems’ super blocks are updated before the system is to be stopped (see sync(1)).
This must be done before re-booting the system, to insure file system integrity. The most
common error diagnostic that will occur is device busy. This diagnostic happens when a par-
ticular file system could not be unmounted.

SEE ALSO
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NAME
size — size of an object file

SYNTAX
size [ object ... ]

DESCRIPTION
Size prints the (decimal) number of bytes required by the text, data, and bss portions, and their
sum in hex and decimal, of each object-file argument. If no file is specified, a.out is used.

SEE ALSO
a.out(5)
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NAME
sleep — suspend execution for an interval

SYNTAX
sleep time

DESCRIPTION
Sleep suspends execution for #ime seconds. It is used to execute a command after a certain
amount of time: '

(sleep 105; command)&

or to execute a command every so often:

while true
do
command
sleep 37
done

Time is a virtually unlimited integer.

SEE ALSO
‘ alarm(2), sleep(3C).
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NAME
sno — SNOBOL interpreter
SYNTAX
sno [ files ]
DESCRIPTION :

Sno is a SNOBOL3 compiler and interpreter (with slight differences). Sno obtains input from
the concatenation of the named files and the standard input. All input through a statement
containing the label end is considered program and is compiled. The rest is available to syspit.

Sno differs from SNOBOL in the following ways:

SEE ALSO

Page 1

awk(1).

There are no unanchored searches. To get the same effect:

a ** b unanchored search for b.
a*x*b=xc¢ unanchored assignment

There is no back referencing.
X = "abc”
a *x* x is an unanchored search for abe.

Function declaration is done at compile time by the use of the (non-unique) label
define. Execution of a function call begins at the statement following the define.
Functions cannot be defined at run time, and the use of the name define is preempted.
There is no provision for automatic variables other than parameters. Examples:

define f( )
define f(a, b, ¢)

All labels except define (even end) must have a non-empty statement.

Labels, functions and variables must all have distinct names. In particular, the non-
empty statement on end cannot merely name a label.

If start is a label in the program, program execution will start there. If not, execution
begins with the first executable statement; define is not an executable statement.

There are no built-in functions.

Parentheses for arithmetic are not needed. Normal precedence applies. Because of
this, the arithmetic operators / and * must be set off by spaces.

The right side of assignments must be non-empty.
Either ’ or ” may be used for literal quotes.
The pseudo-variable sysppt is not available.
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NAME

sort — sort and/or merge files
SYNTAX

sart [~ cmu] [— coutput] [~ ykmem] [~ grecsz] [— dfiMnr] [— btx] [+ posl [— pos2]] [files]
DESCRIPTION

Page 1

Sort sorts lines of all the named files together and writes the result on the standard output. The
standard input is read if — is used as a file name or no input files are named.

Comparisons are based on one or more sort keys extracted from each line of input. By default,
there is one sort key, the entire input line, and ordering is lexicographic by bytes in machine
collating sequence.

The following options alter the default behavior:

- C

- m

—-u

Check that the input file is sorted according to the ordering rules; give no output unless
the file is out of sort.

Merge only, the input files are already sorted.

Unique: suppréss all but one in each set of lines having equal keys.

ooutput

The argument given is the name of an output file to use instead of the standard output.

This file may be the same as one of the inputs. There may be optional blanks between
— o and outpul. ’

— ykmem

The amount of main memory used by the sort has a large impact on its performance.
Sorting a small file in a large amount of memory is a waste. If this option is omitted, sort
begins using a system default memory size, and continues to use more space as needed.
If this option is presented with a value, kmem, sort will start using that number of kilo-
bytes of memory, unless the administrative minimum or maximum is violated, in which
case the corresponding extremum will be used. Thus, — y0 is guaranteed to start with
minimum memory. By convention, —y (with no argument) starts with maximum
memory. The minimum amount is 32 Kbytes; the maximum is 32 Mbytes.

— zrecsz

The size of the longest line read is recorded in the sort phase so buffers can be allocated
during the merge phase. If the sort phase is omitted via the — ¢ or — m options, a popular
system default size will be used. Lines longer than the buffer size will cause sorf to ter-
minate abnormally. Supplying the actual number of bytes in the longest line to be merged
(or some larger value) will prevent abnormal termination.

The following options override the default ordering rules.

-d

bl ¢ §

“Dictionary’’ order: only letters, digits and blanks (spaces and tabs) are significant in
comparisons.

Fold lower case letters into upper case.
Ignore characters outside the ASCII range 040-0176 in non-numeric comparisons.

Compare as months. The first three non-blank characters of the field are folded to upper
case and compared so that ““JAN”’ < ““FEB” < ... < ‘“DEC”’. Invalid fields compare low
to ‘“JAN”’. The — M option implies the — b option (see below).

An initial numeric string, consisting of optional blanks, optional minus sign, and zero or
more digits with optional decimal point, is sorted by arithmetic value. The — n option
implies the — b option (see below). Note that the — b option is only effective when res-
tricted sort key specifications are in effect.
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— r Reverse the sense of comparisons.

When ordering options appear before restricted sort key specifications, the requested ordering
rules are applied globally to all sort keys. When attached to a specific sort key (described
below), the specified ordering options override all global ordering options for that key.

The notation -+ posl — pos?2 restricts a sort key to one beginning at pos! and ending at pos?.
The characters at positions posl and pos2 are included in the sort key (provided that pos? does
not precede posl). A missing — pos2 means the end of the line.

Specifying posl and pos? involves the notion of a field, a minimal sequence of characters fol-
lowed by a field separator or a new-line. By default, the first blank (space or tab) of a sequence
of blanks acts as the field separator. All blanks in a sequence of blanks are considered to be
part of the next field; for example, all blanks at the beginning of a line are considered to be
part of the first field. The treatment of field separators can be altered using the options:

— tr Use z as the field separator character; z is not considered to be part of a field (although it
may be included in a sort key). Each occurrence of z is significant (e.g., zz delimits an
empty field).

— b Ignore leading blanks when determining the starting and ending positions of a restricted
sort key. If the — b option is specified before the first 4 posl argument, it will be applied
to all 4+ posl arguments. Otherwise, the b flag may be attached independently to each
-+ posl or — pos? argument (see below).

Posl and pos? each have the form m.n optionally followed by one or more of the flags bdfinr.
A starting position specified by -+ m.n is interpreted to mean the n-+ 1st character in the m+ 1st
field. A missing .n means .0, indicating the first character of the m+ 1st field. If the b flag is
in effect n is counted from the first non-blank in the m+ 1st field; 4 m.0b refers to the first
non-blank character in the m+ 1st field.

A last position specified by — m.n is interpreted to mean the nth character (including separa-
tors) after the last character of the m th field. A missing .n means .0, indicating the last charac-
ter of the mth field. If the b flag is in effect n is counted from the last leading blank in the
m-+ 1st field; — m.1brefers to the first non-blank in the m+ 1st field.

‘When there are multiple sort keys, later keys are compared only after all earlier keys compare
equal. Lines that otherwise compare equal are ordered with all bytes significant.

EXAMPLES :
Sort the contents of mfile with the second field as the sort key:

sort + 1 — 2 infile

Sort, in reverse order, the contents of infilel and nfile2, placing the output in outfile and using
the first character of the second field as the sort key:

sort — r — o outfile + 1.0 — 1.2 infilel infile2

Sort, in reverse order, the contents of wmfilel and infile2 using the first non-blank character of
the second field as the sort key:

sort — r + 1.0b — 1.1b infilel infile2

Print the password file (passwd(4)) sorted by the numeric user ID (the third colon-separated
field):

sort — t: + 2n — 3 /etc/passwd

Print the lines of the already sorted file nfile, suppressing all but the first occurrence of lines
having the same third field (the options — um with just one input file make the choice of a
unique representative from a set of equal lines predictable):
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sort — um + 2 — 3 infile
FILES
/usr/tmp/stm???
SEE ALSO
comm(1), join(1), uniq(1).

DIAGNOSTICS
Comments and exits with non-zero status for various trouble conditions (e.g., when input lines
are too long), and for disorder discovered under the — ¢ option. When the last line of an input
file is missing a new-line character, sort appends one, prints a warning message, and continues.
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NAME
spell, hashmake, spellin, hashcheck — find spelling errors
SYNTAX
spell [ - v] [—-Db] [—=x][=1]] +1local_file ] [ files ]
/Jusr/lib/spell /hashmake
/usr/lib/spell /spellin n
/usr/lib/spell /hashcheck spelling_list
DESCRIPTION
Spell collects words from the named files and looks them up in a spelling list. Words that nei-
ther occur among nor are derivable (by applying certain inflections, prefixes, and/or suffixes)
from words in the spelling list are printed on the standard output. If no files are named, words
are collected from the standard input.
Spell ignores most troff(1), thl(1), and egn(1) constructions.
Under the — v option, all words not literally in the spelling list are printed, and plausible deriva-
tions from the words in the spelling list are indicated.
Under the — b option, British spelling is checked. Besides preferring centre, colour, programme,
speciality, travelled, etc., this option insists upon -i#se in words like standardise, Fowler and the
OED to the contrary notwithstanding.
Under the — x option, every plausible stem is printed with = for each word.
By default, spell (like deroff(1)) follows chains of included files (.s0 and .nx troff(1) requests),
unless the names of such included files begin with /usr/lib. Under the — | option, spell will fol-
low the chains of all included files.
Under the -local_file option, words found in local_file are removed from spell’s output.
Local_file is the name of a user-provided file that contains a sorted list of words, one per line.
With this option, the user can specify a set of words that are correct spellings (in addition to
spell’s own spelling list) for each job.
The spelling list is based on many sources, and while more haphazard than an ordinary diction-
ary, is also more effective with respect to proper names and popular technical words. Coverage
of the specialized vocabularies of biology, medicine, and chemistry is light.
Pertinent auxiliary files may be specified by name arguments, indicated below with their default
settings (see FILES). Copies of all output are accumulated in the history file. The stop list
filters out misspellings (e.g., thier==thy— y+ ier) that would otherwise pass.
Three routines help maintain and check the hash lists used by spell:
hashmake Reads a list of words from the standard input and writes the corresponding nine-
digit hash code on the standard output.
spellin Reads n hash codes from the standard input and writes a compressed spelling list
on the standard output. ‘
hashcheck Reads a compressed spelling_list and recreates the nine-digit hash codes for all the
words in it; it writes these codes on the standard output.
FILES
D_SPELL=/ust/lib/spell/hlist{ab] hashed spelling lists, American & British
S_SPELL==/usr/lib/spell/hstop hashed stop list
H_SPELL=/usr/lib/spell/spellhist history file
/usr/lib/spell /speliprog program
Page 1
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SEE ALSO
deroff(1), eqn(1), sed(1), sort(1), tbl(1), tee(1), troff(1).

BUGS
The spelling list’s coverage is uneven; new installations will probably wish to monitor the out-
put for several months to gather local additions; typically, these are kept in a separate local file

that is added to the hashed spelling_list via spellin.
The British spelling feature was done by an American.
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NAME

spline — interpolate smooth curve

SYNTAX

spline [ options ]

DESCRIPTION

Spline takes pairs of numbers from the standard input as abscissas and ordinates of a function.
It produces a similar set, which is approximately equally spaced and includes the input set, on
the standard output. The cubic spline output (R. W. Hamming, Numerical Methods for Scientists
and Engineers, 2nd ed., pp. 349ff) has two continuous derivatives, and sufficiently many points
to look smooth when plotted, for example by graph(1).

The following options are recognized, each as a separate argument:

—a Supply abscissas automatically (they are missing from the input); spacing is given by
the next argument, or is assumed to be 1 if next argument is not a number.

-k The constant k used in the boundary value computation:
tdefine prime2 ’sup down 20 '’ ndefine prime2 ’sup "’ y sub O prime2 =" ky
sub 1 prime2 , "7" y sub n prime2 "=~ Ky sub n-1 prime2
is set by the next argument ( default ¥ = 0).

— n 4 Space output points so that approximately n intervals occur between the lower and
upper z limits (default n = 100).

-p Make output periodic, i.e., match derivatives at ends. First and last input values should
normally agree.

- X Next 1 (or 2) arguments are lower (and upper) z limits. Normally, these limits are cal-
culated from the data. Automatic abscissas start at lower limit (default 0).

SEE ALSO

graph(1). .

DIAGNOSTICS

BUGS
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When data is not strictly monotone in z, spline reproduces the input without interpolating extra
points.

A limit of 1,000 input points is enforced silently.
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NAME

split — split a file into pieces
SYNTAX

split [ — num ] [ — b] [ file [ name ] ]
DESCRIPTION

Split reads file and writes it in num-line pieces (default 1000 lines) onto a set of output files.
The name of the first output file is name with aa appended, and so on lexicographically, up to
2z (a maximum of 676 files). Name cannot be longer than 14 characters. If no output name is
given, x is default.

-b indicét,es that num is not a number of lines, but a number of bytes, into which to chop the
file. If the file is not ascii, use ~b for sure.

Unless the flle is exactly divisible by num bytes or lines, the last piece of the file will be fewer
than num bytes or lines.

If no input file is given, or if — is given instead, the standard input file is used.
EXAMPLE
To chop a huge file named cpio.output into floppy-disc-size chunks:
split — 1200166 — b cpio.output

SEE ALSO
bfs(1), csplit(1).
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NAME

stat — statistical network useful with graphical commands

SYNTAX

node-name [options| [files]

DESCRIPTION
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Stat is a collection of command level functions (nodes) that can be interconnected using sh(1) to
form a statistical network. The nodes reside in /usr/bin/graf (see graphics(1)). Data is passed
through the network as sequences of numbers (vectors), where a number is of the form:

[sign](digits)(.digits)[e[sign]digits]

evaluated in the usual way. Brackets and parentheses surround fields. All fields are optional,
but at least one of the fields surrounded by parentheses must be present. Any character input
to a node that is not part of a number is taken as a delimiter.

Stat nodes are divided into four classes.
Transformers, which map input vector elements into output vector elements;
Summarizers, which calculate statistics of a vector;
Translators, which convert among formats; and
Generators, which are sources of definable vectors.

Below is a list of synopses for staf nodes. Most nodes accept options indicated by a leading
minus (—). In general, an option is specified by a character followed by a value, such as ¢5.
This is interpreted as ¢ := 5 (¢ is assigned 5). The following keys are used to designate the
expected type of the value:

¢ characters,

) integer,

f floating point or integer,

file file name, and

string  string of characters, surrounded by quotes to include a Shell argument delimiter.

Options without keys are flags. All nodes except generators accept files as input, hence it is not
indicated in the synopses.

Transformers:

abs [—ct] — absolute value
columns  (similarly for —c options that follow)

af [—ei t v ] — arithmetic function
titled output, verbose

ceil [—ct] — round up to next integer
cusum  [—ct] — cumulative sum

exp [—ei] — exponential

floor [—ei] — round down to next integer
gamma [—ci] — gamma

list [—ci dstring] — list vector elements
delimiter(s)

log [—ci bf] — logarithm
base
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Summarizers:

mod

pair

power

root

round

siline

sin

subset

bucket

cor

hilo

Ireg

mean

point

prod
qsort
rank
total

var

Translators:
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[—ci mf] — modulus
modulus

[—ci Ffile xi] — pair elements
File containing base vector, x group size

[—ci pf] — raise to a power
power

[—eirf] — take a root
root

[—cipisi ]| — round to nearest integer, .5 rounds to 1
places after decimal point, significant digits

[—ciifnisf] — generate a line given slope and intercept

intercept, number of positive integers, slope

[—ed] — sine

[—af bf ci Ffile i1 If nl np pf si ti] — generate a subset

above, below, File with master vector, interval, leave, master contains element

numbers to leave, master contains element numbers to pick, pick, start, ter-
minate

[—ai et Ffile hf ii 1f ni] — break into buckets
average size, File containing bucket boundaries, high, interval, low, number
Input data should be sorted

[—Ffile] — correlation coeflicient
File containing base vector

[— h 1o ox oy |- find high and low values
high only, low only, option form, option form with x prepended, option form
with y prepended

[—Ffile i 0 s | — linear regression
File containing base vector, intercept only, option form for siline, slope only

[—ff ni pf] — (trimmed) arithmetic mean
fraction, number, percent

[—ff ni pfs] — point from empirical cumulative density function
fraction, number, percent, sorted input

— internal prodhct
[—ei] — quick sort
— vector rank

— sum total

— variance

[-abfgriwixfxayfyaylf yhf | — build a bar chart

suppress axes, bold, suppress frame, suppress grid, region, width in percent, x
origin, suppress x-axis label, y origin, suppress y-axis label, y-axis lower bound,
y-axis high bound

Data is rounded off to integers.
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[-abfgrixfxayfyaylfyhf | — build a histogram

suppress axes, bold, suppress frame, suppress grid, region, x origin, suppress x-
axis label, y origin, suppress y-axis label, y-axis lower bound, y-axis high
bound

[-b ¢ Ffile h pri x xuy yr | — label the axis of a GPS file
bar chart input, retain case, label File, histogram input, plot input, rotation,
x-axis, upper x-axis, y-axis, right y-axis

[—b o p pni pp¢ ri v x¢ yi | — build a pie chart
bold, values outside pie, value as percentage(:=100), value as percentage(:=i),
draw percent of pie, region, no values, x origin, y origin
Unlike other nodes, input is lines of the form
[<iefecc>|value {label|
ignore (do not draw) slice, explode slice, fill slice, color slice ¢=( black,
red, green, blue)

[—a b cstringd f Ffileg m ri xfxa xifxhf xlfxnixt yfya yifyhf
ylf yniyt | — plot a graph

suppress axes, bold, plotting characters, disconnected, suppress frame, File
containing x vector, suppress grid, mark points, region, x origin, suppress x-
axis label, x interval, x high bound, x low bound, number of ticks on x-axis,
suppress x-axis title, y origin, suppress y-axis label, y interval, y high bound, y
low bound, number of ticks on y-axis, suppress y-axis title

[—b ¢ lstring vstring ustring | — title a vector or a GPS
title bold, retain case, lower title, upper title, vector title

[—ei if ni sf tf] — generate additive sequence
interval, number, start, terminate

[-e¢7hi li ni] — generate prime numbers
high, low, number

[—ci hf If mf ni si] — generate random sequence
high, low, multiplier, number, seed

Some nodes have a limit on the size of the input vector.

STAT(1)
hist
label
pie
plot
title
Generators:
gas
prime
rand
RESTRICTIONS
SEE ALSO
graphics(1).

gps(4) in the ROS Reference Manual.
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NAME

strings - find the printable strings in an object or other binary file
SYNTAX

strings [ - | [ -o [ - number] file ...
DESCRIPTION

Strings looks for ASCII strings in a binary fiel. A string is any sequence of four or more print-
able characters ending with a newline or a null. Unless the - flag is given, strings only looks in

" the initialized data space of object files. If the -o flag is given, then each string is preceded by its
offset in the file (in octal). If the -number flag is given, then number, rather than four, is used
as the minimum string length.

Strings is useful for identifying random object files and many other things.

SEE ALSO
od(1)
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NAME
strip — remove symbols and relocation bits
SYNTAX
strip name ...
DESCRIPTION
Strip removes the symbol table and relocation bits ordinarily attached to the output of the
assembler and loader. This is yuseful to save space after a program has been debugged.
The effect of strip is the same as use of the — s option of Id.
FILES
/tmp/stm? temporary file
SEE ALSO
1d(1)
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NAME

stty — set the options for a terminal

SYNTAX

stty [ —a | [ —g ] [ [-A] options | [ [-B] options ]

DESCRIPTION

Stty sets or examines the terminal 1/O options for the device that is the current standard input.
Without arguments, stty reports the settings of certain options; with the —a option, it reports
all of the option settings; with the —A option, it reports all of the option settings in the AT&T
System V stty format; with the —B option, it reports all of the option settings in the BSD 4.2
stty format; with the —g option, it reports current settings in a form that can be used as an
argument to another stty command. Detailed information about the modes listed below may be
found in termio(7).

The ROS tty interface is the union of AT&T System V tty and BSD 4.2 tty interfaces. When
setting options, you must specify which of the two interfaces is being used whenever a name
conflict exists between the two interfaces. For the AT&T mode setting, the command format is:

stty [-A] options
For BSD, the command format is:
stty [-B] options

Note that the "-A" and "-B" options are to be used to force the AT&T or BSD interpretation of
the options. If no option is specified, the AT&T interpretation is tried first and if no match is
found, the BSD option is tried. The options listed below have been divided into three
categories: the first category is the set of options common between AT&T and BSD; the second
category is the set of options that apply only to the AT&T usage of terminals, and the third
category is a set that only applies to the BSD 4.2 usage of terminals. Note that many combina-
tions of options do not make sense and no sanity checking is performed.

AT&T and BSD COMMON OPTIONS

The following table lists the options that have the same meaning in both AT&T and BSD termi-
nal interfaces. If an option can be referred to by both an AT&T and a BSD option name, then

the BSD option is listed in curly brackets ({}). These options can be set using either the AT&T
or BSD option name.

Control Modes

o Hang up phone line immediately

50 75 110 134 150 200
300 600 1200 1800 2400
4800 9600 19200 exta extb Set terminal baud rate to the number given, if possible.

clocal ( —clocal )
{nohang ( —nohang )} Assume a line without (with) modem control.

Input Modes
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cauto ( —cauto ) Enable (disable) hardware flow control. (See termio(7)).
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ixoff ( —ixoff )
{tandem ( —tandem )}

ixany ( —ixany )
{—decctlq ( decctlq )}

iucle ( —iucle )
{lcase ( —lcase )}

Output Modes

.cr0 crl cr2 cr3

nl0 nl1

tab0 tabl tab2 tab3
bsO bsl1

ffo ff1

opost ( —opost )

{-litout ( litout )}

vt0 vtl

Local Modes

echo ( —echo )

echoe ( —echoe )
{crterase ( —crterase )}
echoi ( —echoi )

echok ( —echok )
{ertkill ( —crtkill )}

noflsh ( —nofish )

lintrup ( —lintrup )
{intrup ( —intrup )}

Control Assignments

erase ¢

kill ¢

(010-E2)
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Request that the system send (not send) START/STOP char-
acters when the input queue is nearly empty/full.

Allow any character (only ASCII DC 1) to restart output.

Map (do not map) upper-case alphabetics to lower case on
input.

Select style of delay for carriage returns (see termio(7)).

Select style of delay for linefeeds (see termio(7)).

Select style of delay for horizontal tabs (see termio (7)).

Select style of delay for backspaces (see termio(7)).

Select style of delay for form feeds (see termio(7)).

-Post-process output (do not post-process output; ignore all

other output modes).

Select style of delay for vertical tabs (see termio(7)).
Echo back (do not echo back) every character typed.

Echo (do not echo) ERASE character as a backspace-sp-
backspace string.

Echo characters when typed (read).

Echo NL after kill character.

Disable (enable) flush after INTR or QUIT.

Send (do not send) signal SIGIO when input is available. (See

termio(7)).

Set erase character to c.

Set kill character to c.
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intr ¢
quit ¢
eof ¢
eol ¢
{brk ¢}

ek

(RIDGE) STTY(1)

Set interrupt character to c.
Set quit character to c.

Set end of file character to .
Set end of line character to c.

Set an extra new line character to ¢.

Reset ERASE and KILL characters back to normal (control-h
and control-x).

If ¢ is preceded by an (escaped from the shell) caret (), then the value used is the corresponding
CTRL character (e.g. ""d" is a CTRL-d); ""?" is a DEL and "*-" is undefined.

AT&T SYSTEM V ONLY OPTIONS
The second set of options are used to enable or disable AT&T features of the terminal interface.
They do not have a corresponding feature or option in the BSD terminal interface with the

same semantics.

Control Modes

parenb (—parenb)
parodd (—parodd)
csb cs6 cs7 cs8

hup (—hup)
cstopb (—cstopb)
cread (—cread)

Input Modes

ignbrk (—ignbrk)
brkint (—brkint)
ignpar (—ignpar)
parmrk (—parmrk)
inpck (—inpck)
istrip (—istrip)
inler (—inler)*
igner (—igner)*
iernl (—icrnl)*

ixon (—ixon)*

Output Modes
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olcuc (—olcuc)
onlcr (—onler)*
ocrnl (—ocrnl)*
ocrernl (—ocrernl)*
onocr (—onocr)
onlret (—onlret)*
ofill (—ofill)

ofdel (—ofdel)

Enable (disable) parity generation and detection.

Select odd (even) parity.

Select character size (see termio(7)). hupel (—hupel) Hang up (do not
hang up) a modem connection on last close.

Same as hupel (—hupel).

Use two (one) stop bits per character.

Enable (disable) the receiver.

Ignore (do not ignore) break on input.

Signal (do not signal) INTR on break.

Ignore (do not ignore) parity errors.

Mark (do not mark) parity errors (see termio (7)).

Enable (disable) input parity checking.

Strip (do not strip) input characters to seven bits.

Map (do not map) NL to CR on input.

Ignore {do not ignore) CR on input.

Map (do not map) CR to NL on input.

Enable (disable) START/STOP output control. Output is stopped by
sending an ASCII DC3 and started by sending an ASCII DC1.

Map (do not map) lower-case alphabetics to upper case on output.
Map (do not map) NL to CR-NL on output.

Map (do not map) CR to NL on output.

Convert (do not convert) CR to CR-NL on output.

Do not (do) output CRs at column zero.

On the terminal NL performs (does not perform) the CR function.
NOT CURRENTLY IMPLEMENTED.

NOT CURRENTLY IMPLEMENTED.
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Local Modes
isig (—isig)*

icanon (—icanon)*
xcase (—xcase)
echonl (—echonl)
Control Assignments
control-character ¢

Combination Modes
evenp or parity
oddp

(RIDGE) STTY(1)

Enable (disable) the checking of characters against the special control
characters INTR and QUIT.

Enable (disable) canonical input (ERASE and KILL processing).

Canonical (unprocessed) upper/lower-case presentation.

NOT CURRENTLY IMPLEMENTED.

Set control-character to c, where control-character is min, or time (min
and time are used with —icanon; see termio(7)). If ¢ is preceded by an
(escaped from the shell) caret (*), then the value used is the correspond-
ing CTRL character (e.g., “*d” is a CTRL-d); “~?” is a DEL and “"—"is
undefined.

Enable parenb and es7.
Enable parenb, ¢s7, and parodd.

—parity, —evenp, or —oddp

raw (—raw or cooked)

nl (—nl)

lcase (—lcase)

LCASE (—LCASE)

tabs (—tabs or tab3)

sane

term

Disable parenb and set cs8.

Enable (disable) raw input and output (no ERASE, KILL, INTR, QUIT,
EOT, or output post processing). Please note that this option will set
(unset) the BSD "raw" flag unless used with the "-A" prefix.

Unset (set) icrnl, onler. In addition —nl unsets inler, igner, ocrnl, and
onlret. Please note that this option will unset (set) the BSD CRHOD
flag unless used with the "-A" option.

Set (unset) xcase, iucle, and olcuc. Please note that this option is not
the same as the BSD "lcase" option.

Same as lcase (—lIcase).

Preserve (expand to spaces) tabs when printing.

Resets all modes to some reasonable values
(parenbles7|cread|brkintlignparlistrip)|
icrnllixonlisiglicanonjecholechoelopostjonleritab3 and all characters to the
default values).

Set all modes suitable for the terminal type term, where term is one of
tty33, tty37, vt05, tn300, ti700, or tek.

* These options apply only to processes executing in the AT&T System V domain.

BSD 4.2 ONLY OPTIONS

The third set of options are used to enable or disable BSD features of the terminal interface.
They do not have a corresponding feature or option in the AT&T terminal interface with the

same semantics.

all
everything
even (—even)
odd (—odd)

raw (—raw)**

(9010-E2)

Display all BSD normally used option settings.

Display all BSD options that stty knows about.

Allow (disallow) even parity input.

Allow (disallow) odd parity input.

Set (unset) raw mode input (no input processing (erase, kill, interrupt)).
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cooked**

cbreak (—cbreak)**

—nl (nl)**

—tabs (tabs)
sane

new
ert

crtbs
prterase

ctlecho (—ctlecho)
tostop (—tostop)

flusho ( -flusho)
pendin (—pendin)

tilde (—tilde)
stop ¢

start ¢

susp ¢
dsusp ¢
rprat ¢
flush ¢
werase ¢
Inext ¢

(RIDGE) STTY(1)

Same as "-raw"
Make each character available to read(2) as received; no erase and kill
processing but all other processing (interrupt, suspend, ...) is performed.
(make characters available to read only when newline is received).
Allow carriage return for new line, and output CR-NL for carriage return
or new line (accept only new line to end lines).
Replaces tabs by spaces when printing (preserve tabs).
Resets all modes to some reasonable values
nllecholeven/odd|noflsh and all characters to defaults values).
Use new driver (enable job control processing).
Set options for a CRT (crtbs, ctlecho and if >= 1200 baud , crterase and
crtkill.)
Echo backspaces on erase characters.
For printing terminals, echo erase characters backwards within "\" and
"/".
Echo control characters as "z and delete as “? (as themselves otherwise).
Background jobs stop if they attempt terminal output (otherwise allowed
to produce output).
Output is (not) being discarded, usually because the user pressed control-
o.
Input is (not) pending after a switch from cbreak to cooked and will be
re-input when a read becomes pending or more input arrives.

""" to "" on output (or leave it alone).

(newlert)-

Convert to
Set stop character to c.

Set start character to e.

Set suspend process character to ¢ (default control-z).

Set delayed suspend process character to ¢ (default control-y).
Set reprint line character to ¢ (default control-r).

Set flush output character to ¢ (default control-o).

Set word erase character to ¢ (default control-w).

Set literal next character to ¢ (default control-v).

If ¢ is preceded by an (escaped from the shell) caret (*), then the value used is the corresponding
CTRL character (e.g. ""d" is a CTRL-d); ""?" is a DEL and ""-" is undefined.

** These options apply only to processes executing in the BSD 4.2 domain.

EXAMPLES
To set the baud rate on tty3 to 19,200, enter: stty 19200 < /dev/tty3.

To set the "echo erase on backspace” on tty3 enter either:

stty echoe < /dev/tty3 or

stty crterase < /dev/tty3.

To set the BSD 4.2 "raw" flag and the characters echoing as immediate, and the (AT&T)
number of stop bits to 2:

stty -B raw echoi -A stopb, or

stty stopb -B raw echoi.

Note that "-A" and "-B" are used to force the AT&T or BSD 1nterpretat10n of the optlons, oth-
erwise AT&T is tried first and if no match is found, the BSD option is tried.

The command stty sane is equivalent to stty -A sane -B sane.
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LIMITATIONS
The —g option works only for the AT&T termio structure.

SEE ALSO
tabs(1), ioctl(2), termio(7), tty(7)
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NAME
style — analyze writing style
SYNTAX
style[-ml] [-mz])[—-a][—-e][—1lnum] [ - rnum |
[-p][~-P]file ...
DESCRIPTION

Style analyzes an unformatted text for readability, sentence length and structure, word length
and usage, verb type, and sentence openers.

Before analyzing the text, style removes all formatting commands by means of deroﬂ”{l).

— ml causes deroff{1) to skip lists; use this if the document contains many lists of non-
sentences.

— mz is a macro package like -mm, -ms, -man, or -me. The input is not formatted according
to the macro package, but macro flags should be included because the packages might
contain text that should be examined.

- a print all sentences with their length and readability index.

—e print all sentences that begin with an expletive.

-Pp print all sentences that contain a passive verb.

— lnum print all sentences longer than num.

— rnum print all sentences whose readability index is greater than num.
-P print parts of speech of the words in the document.

SEE ALSO
deroff(1), diction(1), soelim(1)

BUGS
Use of non-standard formatting macros may cause incorrect sentence breaks.
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NAME

su — become super-user or another user
SYNTAX

su[—][name [arg...]|]
DESCRIPTION

Su allows you to become another user without logging off. The default user name is root (i.e.,
super-user).

To use su, the appropriate password must be supplied (unless one is already super-user). If the
password is correct, su will execute a new shell with the user ID set to that of the specified user.
To restore normal user ID privileges, type an EOF to the new shell.

Any additional arguments are passed to the shell, permitting the super-user to run shell pro-
cedures with restricted privileges (an arg of the form —c siring executes string via the shell).
When additional arguments are passed, /bin/sh is always used. When no additional arguments
are passed, su uses the shell specified in the password file.

An initial — flag causes the environment to be changed to the one that would be expected if the
user actually logged in again. This is done by invoking the shell with an arg0 of —su causing
the .profile in the home directory of the new user ID to be executed. Otherwise, the environ-
ment is passed along with the possible exception of $SPATH, which is set to /bin:/etc:/usr/bin
for root. Note that the .profile can check arg0 for —sh or —su to determine how it was
invoked.

FILES
/etc/passwd system’s password file
$HOME/.profile user’s profile

SEE ALSO '

NOTES

Page 1

env(1), login(1), sh(1), environ(5).

When one does an su, the current directory is not searched. This protects the su’ed user from
randomly executing programs in user directories that may have the same name as common sys-
tem utilities.
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NAME
sum — print checksum and block count of a file

SYNTAX
sum [ — r] file

DESCRIPTION
Sum calculates and prints a 16-bit checksum for the named file, and also prints the number of
blocks in the file. It is typically used to look for bad spots, or to validate a file communicated
over some transmission line. The option — r causes an alternate algorithm to be used in com-
puting the checksum.

‘Block counts are calculated by: Int(((file size(bytes)+ 4095)/4096)*4. The block count equa-
tion evaluates to a 1024-byte increment.

SEE ALSO
we(l).

DIAGNOSTICS
‘““‘Read error’’ is indistinguishable from end of file on most devices; check the block count..
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NAME
symorder — rearrange name list

SYNTAX
symorder orderlist symbolfile

DESCRIPTION
Orderlist is a file containing symbols to be found in symbolfile, 1 symbol per line.
Symbolfile is updated in place to put the requested symbols first in the symbol table, in the
order specified. This is done by swapping the old symbols in the required spots with the new
ones. If all of the order symbols are not found, an error is generated.

SEE ALSO
nlist( 3)
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NAME

tabs — set tabs on a terminal

SYNTAX

tabs [ tabspec ] [ +mn ] | —V'IY,ype ]

DESCRIPTION

Page 1

Tabs sets the tab stops on the user’s terminal according to the tab specification tabspec, after
clearing any previous settings. The user must of course be logged in on a terminal with
remotely-settable hardware tabs.

Users of GE TermiNet terminals should be aware that they behave in a different way than most
other terminals for some tab settings: the first number in a list of tab settings becomes the left
margin on a TermiNet terminal. Thus, any list of tab numbers whose first element is other
than 1 causes a margin to be left on a TermiNet, but not on other terminals. A tab list begin-
ning with 1 causes the same effect regardless of terminal type. It is possible to set a left margin
on some other terminals, although in a different way (see below).

Four types of tab specification are accepted for tabspec: ‘‘canned,’’ repetitive, arbitrary, and file.
If no tabspec is given, the default value is — 8, i.e., ‘‘standard’’ tabs. The lowest column
number is 1. Note that for tabs, column 1 always refers to the leftmost column on a terminal,
even one whose column markers begin at 0, e.g., the DASI 300, DASI 300s, and DASI 450.

— code Gives the name of one of a set of ‘‘canned’’ tabs. The legal codes and their meanings
are as follows:
- a 1,10,16,36,72
Assembler, IBM S/370, first format
— a2 1,10,16,40,72
Assembler, IBM S/370, second format
- C 1,8,12,16,20,55
COBOL, normal format
- c2 1,6,10,14,49
COBOL compact format (columns 1-6 omitted). Using this code, the first typed char-
acter corresponds to card column 7, one space gets you to column 8, and a tab reaches
column 12. Files using this tab setup should include a format specification as follows:
<:t— ¢2 m6 s66 d:>
—c3 1,6,10,14,18,22,26,30,34,38,42,46,50,54,58,62,67
COBOL compact format (columns 1-6 omitted), with more tabs than — ¢2. This is the
recommended format for COBOL. The appropriate format specification is:
<:t—- ¢3 m6 s66 d:>

-f '1,7,11,15,19,23
FORTRAN

-p 1,5,9,13,17,21,25,29,33,37,41,45,49,53,57,61
PL/1

-8 1,10,55
SNOBOL

-u 1,12,20,44

UNIVAC 1100 Assembler
In addition to these ‘‘canned’’ formats, three other types exist:

-n A repetitive specification requests tabs at columns 14 n, 14 2*n, etc. Note that such a
setting leaves a left margin of n columns on TermiNet terminals only. Of particular
importance is the value — 8: this represents the ‘‘standard’’ tab setting, and is the most
likely tab setting to be found at a terminal. It is required for use with the nroff — h
option for high-speed output. Another special case is the value — 0, implying no tabs
at all.
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nl,n2,...

— — file

(UNIX 5.0) TABS(1)

The arbitrary format permits the user to type any chosen set of numbers, separated by
commas, in ascending order. Up to 40 numbers are allowed. If any number (except
the first one) is preceded by a plus sign, it is taken as an increment to be added to the
previous value. Thus, the tab lists 1,10,20,30 and 1,10,+ 10,+ 10 are considered
identical.

If the name of a file is given, tabs reads the first line of the file, searching for a format
specification. If it finds one there, it sets the tab stops according to it, otherwise it sets
them as — 8. This type of specification may be used to make sure that a tabbed file is
printed with correct tab settings, and would be used with the pr(1) command:

tabs — — file; pr file

Any of the following may be used also; if a given flag occurs more than once, the last value
given takes effect:

— Ttype

Tabs usually needs to know the type of terminal in order to set tabs and always needs
to know the type to set margins. Type is a name listed in term(5). If no — T flag is
supplied, tabs searches for the $TERM value in the environment (see environ(5)). If no
type can be found, tabs tries a sequence that will work for many terminals.

+mn The margin argument may be used for some terminals. It causes all tabs to be moved
over n columns by making column n+ 1 the left margin. If 4+ m is given without a
value of n, the value assumed is 10. For a TermiNet, the first value in the tab list
should be 1, or the margin will move even further to the right. The normal (leftmost)
margin on most terminals is obtained by +m0. The margin for most terminals is reset
only when the 4+ m flag is given explicitly.
Tab and margin setting is performed via the standard output.
DIAGNOSTICS
dlegal tabs when arbitrary tabs are ordered incorrectly.
dlegal increment when a zero or missing increment is found in an arbitrary specification.
unknown teb code when a ‘‘canned’’ code cannot be found.
can’t open if — — file option used, and file can’t be opened.
fde indirection if — — file option used and the specification in that file points to yet another
flle. Indirection of this form is not permitted.
SEE ALSO
nroff(1), environ(5), term(5).

BUGS

There is no consistency among different terminals regarding ways of clearing tabs and setting
the left margin.

It is generally impossible to usefully change the left margin without also setting tabs.

Tabs clears only 20 tabs (on terminals requiring a long sequence), but is willing to set 40.
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NAME
tail — deliver the last part of a file

SYNTAX
tail [ &+ [number][lbe(f] ] | [ file ]

DESCRIPTION
Tad copies the named file to the standard output beginning at a designated place. If no file is
named, the standard input is used.
Copying begins at distance -+ number from the beginning, or — number from the end of the
input (if number is null, the value 10 is assumed). Number is counted in units of lines, blocks,
or characters, according to the appended option 1, b, or ¢. When no units are specified, count-
ing is by lines.
With the — f (‘‘follow’’) option, if the input file is not a pipe, the program will not terminate
after the line of the input file has been copied, but will enter an endless loop, wherein it sleeps
for a second and then attempts to read and copy further records from the input file. Thus it
may be used to monitor the growth of a file that is being written by some other process. For
example, the command:

tail — f fred
will print the last ten lines of the file fred, followed by any lines that are appended to fred
between the time fad is initiated and killed. As another example, the command:
tail — 15c¢f fred

will print the last 15 characters of the file fred, followed by any lines that are appended to fred
between the time fad is initiated and killed.

SEE ALSO
dd(1).

BUGS
Tails relative to the end of the file are treasured up in a buffer, and thus are limited in length.
Various kinds of anomalous behavior may happen with character special files.
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NAME
tar — tape file archiver

SYNTAX
tar | key | [ files ]

DESCRIPTION
Tar saves and restores files on magnetic tape. Its actions are controlled by the key argument.
The key is a string of characters containing at most one function letter and possibly one or
more function modifiers. Other arguments to the command are files (or directory names) speci-
fying which files are to be dumped or restored. In all cases, appearance of a directory name
refers to the files and (recursively) subdirectories of that directory.

The function portion of the key is specified by one of the following letters:

r The named files are written on the end of the tape. The ¢ function implies this func-
tion.
x The named files are extracted from the tape. If a named file matches a directory

whose contents had been written onto the tape, this directory is (recursively) extracted.
The owner, modification time, and mode are restored (if possible). If no files argument
is given, the entire content of the tape is extracted. Note that if several files with the
same name are on the tape, the last one overwrites all earlier ones.

t The names of the specified files are listed on stderr each time that they occur on the
tape. If no files argument is given, all the names on the tape are listed.

u The named files are added to the tape if they are not already there, or have been
modified since last written on that tape.

¢ Create a new tape; writing begins at the beginning of the tape, instead of after the last

file. This command implies the r function.
The following characters may be used in addition to the letter that selects the desired function:

0,...,7 This modifier selects the drive on which the tape is mounted. The default is 1.

v Normally, tar does its work silently. The v (verbose) option causes it to type on stderr
the name of each file it treats, preceded by the function letter. With the t function, v
gives more information about the tape entries: protection bits, user and group id, file
size in bytes, last modification date, and file name.

w causes far to print the action to be taken, followed by the name of the file, and then
wait for the user’s confirmation. If a word beginning with y is given, the action is per-
formed. Any other input means “no”.

f causes far to use the next argument as the name of the archive instead of /dev/rmt?.
If the name of the file is —, tar writes to the standard output or reads from the stan-
dard input, whichever is appropriate. Thus tar can be used as the head or tail of a
pipeline. Tar can also be used to move hierarchies with the command:

c¢d fromdir; tar ¢f — . | (cd todir; tar xf —)

b causes tar to use the next argument as the blocking factor for tape records. The
default is 1, the maximum is 20. This option should only be used with raw magnetic
tape archives (see f above). The block size is determined automatically when reading
tapes (key letters x and t).

1 tells tar to complain if it cannot resolve all of the links to the files being dumped. If 1
is not specified, no error messages are printed.
m tells tar to not restore the modification times. The modification time of the file will be
’ the time of extraction.
FILES
/dev/rmt?
/tmp/tarx
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DIAGNOSTICS
Complaints about bad key characters and tape read/write errors.
Complaints if enough memory is not available to hold the link tables.

BUGS
There is no way to ask for the n-th occurrence of a file.
Tape errors are handled ungracefully.
The u option can be slow.
The b option should not be used with archives that are going to be updated. The current mag-
netic tape driver cannot backspace raw magnetic tape. If the archive is on a disk file, the b
option should not be used at all, because updating an archive stored on disk can destroy it.
The current limit on file-name length is 100 characters.

(9010-E2) Page 2



TEE(1) (UNIX 5.0) TEE(1)

NAME

tee — pipe fitting
SYNTAX

tee[—i1][—a] [file] ..
DESCRIPTION

Tee transcribes the standard input to the standard output and makes copies in the files. The — i
option ignores interrupts; the — a option causes the output to be appended to the files rather
than overwriting them.
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NAME

telnet — user interface to the TELNET protocol

SYNTAX

telnet [ host [ port | ]

DESCRIPTION

BUGS

Page 1

Telnet is used to communicate with another host using the TELNET protocol. If telnet is
invoked without arguments, it enters command mode, indicated by its prompt (telnet>). In this
mode, it accepts and executes the commands listed below. If it is invoked with arguments, it
performs an open command (see below) with those arguments.

Once a connection has been opened, telnet enters input mode. In this mode, any text typed is
sent to the remote host. To issue telnet commands when in input mode, precede them with the
telnet escape character (initially "[). When in command mode, the normal terminal editing con-
ventions are available.

The following commands are available. Only enough of each command to uniquely identify it
need be typed.

open host | port ]
Open a connection to the named host. If the no port number is specified, telnet will

attempt to contact a TELNET server at the default port. The host specification may
be either a host name (see kosts(4)) or an Internet address specified in the dot notation.

close Close a TELNET session and return to command mode.
quit Close any open TELNET session and exit telnet.

z Suspend telnet. This command only works when the user is using the csh(1).

escape [ escape-char |
Set the felnet escape character. Control characters may be specified as * followed by a
single letter; e.g. control-X is *X.

status Show the current status of telnet. This includes the peer one is connected to, as well as
the state of debugging.

options ,
Toggle on and off the display of the TELNET options being processed. When option
viewing is enabled, all TELNET option negotiations will be displayed. Options sent by

telnet are displayed as SENT, while options received from the TELNET server are
displayed as RCVD.

crmod Toggle return mode. When this mode is enabled, any return characters received from
the remote host will be mapped into a return and a line feed. This mode does not affect
those characters typed by the user, only those received. This mode is not very useful,
but is required for some hosts that ask the user to do local echoing.

? [ command |

Get help. With no arguments, telnet prints a help summary. If a command is specified,
telnet will print the help information available about the command only.

This implementation is very simple because rlogin(1) is the standard mechanism used to com-
municate locally with hosts.
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NAME

telnetd — DARPA TELNET protocol server

SYNTAX

/etc/telnetd [ —d | | port |

DESCRIPTION

Telnetd is a server which supports the DARPA standard TELNET virtual terminal protocol.
The TELNET server operates at the port indicated in the “telnet” service description; see ser-
vices(4). This port number may be overridden (for debugging purposes) by specifying a port
number on the command line. If the —d option is specified, each socket created by telnetd will
have debugging enabled.

Telnetd operates by allocating a pseudo-terminal device (see pty(7)) for a client, then creating a
login process which has the slave side of the pseudo-terminal as stdin, stdout, and stderr.
Telnetd manipulates the master side of the pseudo terminal, implementing the TELNET proto-
col and passing characters between the client and login process.

When a TELNET session is started up, telnetd sends a TELNET option to the client side, indi-
cating a willingness to do “remote echo” of characters. The pseudo terminal allocated to the
client is configured to operate in “cooked” mode with XTABS and CRMOD enabled (see ter-
mio(7)). Aside from this initial setup, the only mode changes telnetd will carry out are those
required for echoing characters at the client side of the connection.

Telnetd supports binary mode, as well as most of the common TELNET options, but does not,
for instance, support timing marks.

SEE ALSO
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NAME

(UNIX 5.0) TEST(I)

test — condition evaluation command

SYNTAX
test expr
[ expr]

DESCRIPTION

Test evaluates the expression expr and, if its value is true, returns a zero (true) exit status; oth-
erwise, a non-zero (false) exit status is returned; fest also returns a non-zero exit status if there
are no arguments. The following primitives are used to construct ezpr:

—r fle
- w file
— x file
£ fle
— d file
— ¢ file
— b fie
— p fie
— u file
~ g file
— k file
— 8 file
—t[ fildes)

— z sl

— n sl

sl =82
8l 1=s2
sl

nl — eqn?2

true
true
true
true
true
true
true
true
true
true
true
true

true

if file exists and is readable.

if file exists and is writable.

if file exists and is executable.

if file exists and is a regular file.

if file exists and is a directory.

if file exists and is a character special file.
if file exists and is a block special file.

if file exists and is a named pipe (fifo).

if file exists and its set-user-ID bit is set.
if file exists and its set-group-ID bit is set.
if file exists and its sticky bit is set.

if file exists and has a size greater than zero.

if the open file whose file descriptor number is fildes (1 by default) is associ-

ated with a terminal device.

true
true
true
true
true

true

if the length of string sl is zero.

if the length of the string sl is non-zero.
if strings sI and s2 are identical.

if strings s1 and s2 are not identical.

if s1 is not the null string.

if the integers nl and n2 are algebraically equal. Any of the comparisons

— ne, — gt, — ge, — It, and — le may be used in place of — eq.

These primaries may be combined with the following operators:

!
—a
-0

( expr )

unary negation operator.

binary and operator.

binary or operator (— a has higher precedence than — o).

parentheses for grouping.

Notice that all the operators and flags are separate arguments to lest. Notice also that
parentheses are meaningful to the shell and, therefore, must be escaped.

SEE ALSO

- find(1), sh(1).
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WARNING :
In the second form of the command (i.e., the one that uses [], rather than the word test), the
square brackets must be delimited by blanks.
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NAME
tic — terminfo compiler
SYNTAX
tic[ — v[n] ] [ — t termiype] file ... | — d destination ]
DESCRIPTION
Tic translates’ terminfo files from the source format into the compiled format. The results are
placed in the directory /usr/lib/terminfo.
— v n sets the diagnostic verbosity level to n. n is optional.
~ t termiype
Tic searches for the termiype entry in the source file and compiles only that entry (and
associated names). EXAMPLE: if termtype is hp2645, and there is an entry hp2645 |
2645 |hpds, tic makes an entry for all three names.
— d destination
re-routes the compiled result from /usr/lib/ternﬁnfo to the destination directory, and
creates destination if necessary.
Tic compiles all terminfo descriptions in the given files. When a use= field is discovered, tic
searches first the current file, then the master file, which is ‘*./terminfo.src’’.
If the environment variable TERMINFO is set, the results are placed in the directory named by
TERMINFO, instead of in /usr/lib/terminfo. The directory named by TERMINFO must
already exist.
Some limitations: total compiled entries cannot exceed 4096 bytes. The name field cannot
exceed 128 bytes.
FILES

/usr/lib/terminfo/*/* compiled terminal capability data base

SEE ALSO
curses(3X), terminfo(4).

BUGS
Instead of searching . /terminfo.src, it should check for an existing compiled entry.
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NAME
time — time a command

SYNTAX
time command

DESCRIPTION
Time executes command and then prints the elapsed time during the command, and the com-
mand execution time. :
Times are reported in the form hours:minutes:seconds:tenths-of-second on the standard error out-
put.

SEE ALSO
times(2).
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NAME
toc — graphical table of contents routines

SYNTAX
dtoc [directory]
ttoc mm-file
vtoc [—~cdhnimsvn] [TTOC file]

DESCRIPTION
All of the commands listed below reside in /usr/bin/graf (see graphics(1G)).

dtoc Dtoc makes a textual table of contents, TTOC, of all subdirectories beginning at
directory (directory defaults to .). The list has one entry per directory. The entry
fields from left to right are level number, directory name, and the number of ordi-
nary readable files in the directory. Dtoc is useful in making a visual display of all
or parts of a file system. The following will make a visual display of all the readable
directories under /:

dtoc / | vtoc | td

ttoc Output is the table of contents generated by the .TC macro of mm(1) translated to
TTOC format. The input is assumed to be an mm file that uses the .H family of mac-
ros for section headers. If no file is given, the standard input is assumed.

vtoc Vtoc produces a GPS describing a hierarchy chart from a TTOC. The output draw-
ing consists of boxes containing text connected in a tree structure. If no file is given,
the standard input is assumed. Each TTOC entry describes one box and has the

form:
id [line-weight,line-style] "text" [mark]
where:
id is an alternating sequence of numbers and dots. The id specifies the

position of the entry in the hierarchy. The ¢d 0. is the root of the tree.

line-weight is either:
n, normal-weight; or
m, medium-weight; or
b, bold-weight.
line-style is either:
so, solid-line;
do, dotted-line;
dd, dot-dash line;
da, dashed-line; or
1d, long-dashed

text is a character string surrounded by quotes. The characters between
the quotes become the contents of the box. To include a quote within a
box, it must be escaped (\").

mark is a character string (surrounded by quotes if it contains spaces), with
included dots being escaped. The string is put above the top right
corner of the box. To include either a quote or a dot within a mark, it
must be escaped.

Entry example: 1.1 b,da "ABC" DEF
Entries may span more than one line by escaping the new-line (\new-line).

Comments are surrounded by the /*/ pair. They may appear anywhere in a
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SEE ALSO

(UNIX 5.2)
TTOC.
Options:
c Use text as entered (default is all upper case).

Connect the boxes with diagonal lines.

hn Horizontal interbox space is 2% of box width.

i Suppress the box #d.
m  Suppress the box mark.
s Do not compact boxes horizontally.

vn  Vertical interbox space is n% of box height.

graphics(1G).
gps(4) in the ROS Reference Manual.

(9010-E2)
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NAME

touch — update access and modification times of a file
SYNTAX

touch [ —amc | | [yyJmmddhhmm ] files
DESCRIPTION

Touch causes the access and modification times of each argument to be updated. If no time is
specified (see date(1)) the current time is used. The —a and —m options cause touch to update
only the access or modification times respectively (default is —am). The —c option silently
prevents touch from creating the file if it did not previously exist.

The return code from touch is the number of files for which the times could not be successfully
modified (including files that did not exist and were not created).

SEE ALSO
date(1), utime(2).
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NAME
tplot — graphics filters

SYNTAX
tplot [ — Tterminal | — e raster ] ]

DESCRIPTION
These commands read plotting instructions (see plo#(4)) from the standard input and in general
produce, on the standard output, plotting instructions suitable for a particular terminal. If no
terminal is specified, the environment parameter $TERM (see envtron(5)) is used. Known
terminals are:

300 DASI 300.

300S DASI 300s.

450 DASI 450.

4014  Tektronix 4014.

rl5 Ridge Monochrome Display

ver Versatec V80. This version of plot places a scan-converted image in /usr/tmp/raster$$
and sends the result directly to the plotter device, rather than to the standard output.
The — e option causes a previously scan-converted flle raster to be sent to the plotter.

FILES
/usr/lib/t300
/usr/lib/t300s
/usr/lib /t450
/usr/lib/t4014
/usr/lib/vplot
/usr/lib/r15
/usr/tmp/raster$$

SEE ALSO
plot(3X), plot(4), term(5).
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NAME

tput — query terminfo database

SYNTAX

tput [ -Ttype | capname

DESCRIPTION

Tput uses the terminfo(4) database to make terminal-dependent capabilities and- information
available to the shell. Tput outputs a string if the attribute ( capability name) is of type string,
or an integer if the attribute is of type integer. If the attribute is of type boolean, tput simply
sets the exit code (0 for TRUE, 1 for FALSE), and does no output.

-Ttype indicates the type of terminal. Normally this flag is unnecessary, as the default is
taken from the environment variable $TERM.
Capname  indicates the attribute from the terminfo database. See terminfo(4).

EXAMPLES
tput clear Echo clear-screen sequence for the current terminal.
tput cols Print the number of columns for the current terminal.

FILES

tput -T450 cols Print the number of columns for the 450 terminal.

bold=tput smso* Set shell variable "bold” to stand-out mode sequence for current terminal.
This might be followed by a prompt:
echo "${bold}Please type in your name: \c*

tput he Set exit code to indicate if current terminal is a hardcopy terminal.
/etc/term/? /x Terminal descriptor files
/usr/include/term.h Definition files

/usr/include/curses.h

DIAGNOSTICS

Tput prints error messages and returns the following error codes on error:
-1 Usage error.

-2 Bad terminal type.

-3 Bad capname.

In addition, if a capname is requested for a terminal that has no value for that capname (e.g.,
tput -T450 lines), -1 is printed.

SEE ALSO
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stty(1), terminfo(4).

(9010-E)



TR(1) (UNIX 5.0) TR(1)

NAME

tr — translate characters
SYNTAX

tr [ — cds ] [ stringl [ string2 ] ]
DESCRIPTION

Tr deletes specified input characters, or does an in-order mapping of the characters in stringl to
the characters in string?2.

~-c Complement. stringl will be equivalent to every ASCII character, in the ASCII code
range 1 to 255 (1 to 377 octal) except the ones specified.

-d Deletes all input characters in stringl. IGNORES string?2.

-8 Squeezes repititions of output characters that are in string2 to single characters and
IGNORES stringl, or repetitions of characters found in stringl if there is no string2.

The following abbreviation conventions may be used to introduce ranges of characters or
repeated characters into the strings:

[a—- z] Represents a range of characters as ordered in the ASCII table.

[a.*n] Represents n repetitions of a. If the first digit of n is 0, n is considered octal; other-
wise, n is taken to be decimal. A zero or missing n represents an indefinite number.
When the first string specifies a range of characters, and you don’t know how many it
would match but want to replace all of them with a certain other character, use * or *0
in string2 to represent ”as many as necessary.”

Use \to remove any special meaning from a character in a string. To represent ASCII charac-
ters by their octal codes, use \followed by 1, 2, or 3 octal digits for the character.

EXAMPLES
To change all b’s to k’s: tr bk < myfile

To change all b’s to k’s and all p’s to e’s: tr bp ke < myfile

To get rid of all b’s and squeeze the f’S: tr-dsbf

To print only the punctuation from a text: tr -d "[A-Z][a-2]" < text

The strings are quoted to protect the special characters from interpretation by the shell.

To create a list of alphabetic-only words {(one per line) derived from text:
tr — cs "[A- Z][a- 2]” "[\012¥%]” < text
(012 is the octal ASCII code for newline.) In English: Translate everything but alphabetics into

as many newline characters as may be required, but squeeze (-s) the excessive repetitions of
newline characters into just one newline.

Leave out the -s and excessive newlines appear because they are not squeezed. Leave out the
-c¢ and alphabetic strings (words) are turned into newlines, and only the punctuation will be out-
put.

SEE ALSO
ed(1), sh(1), ascii(5).

BUGS
‘Won’t handle ASCII NUL in either string, and always deletes NUL from input.
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NAME
true, false — provide truth values

SYNTAX
true

false

DESCRIPTION
True does nothing, successfully. False does nothing, unsuccessfully. They are typically used in
input to sh(1) such as:

while true
do
command
done
SEE ALSO
sh(1).
DIAGNOSTICS

True has exit status zero, false nonzero.
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NAME
tsort — topological sort
SYNTAX
tsort | file ]
DESCRIPTION
Tsort produces on the standard output a totally ordered list of items consistent with a partial
ordering of items mentioned in the input file. If no file is specified, the standard input is
understood.
The input consists of pairs of items (nonempty strings) separated by blanks. Pairs of different
items indicate ordering. Pairs of identical items indicate presence, but not ordering.
DIAGNOSTICS
Odd data: there is an odd number of fields in the input file.
BUGS

Uses a quadratic algorithm.
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NAME

tty — get the terminal’s name
SYNTAX

tty [ - s ]
DESCRIPTION

Tty prints the path name of the user’s terminal. The — s option inhibits printing of the
terminal’s path name, allowing one to test just the exit code.

EXIT CODES

2 if invalid options were specified,
0 if standard input is a terminal,
1 otherwise.

DIAGNOSTICS

Tty prints ‘‘not a tty’’ if the standard input is not a terminal and — s is not specified.
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NAME

ul — do underlining
SYNTAX

ul[—-i] [ - t terminal] [ name ... ]
DESCRIPTION

Ul reads the named files (or standard input if none are given) and translates occurrences of
underscores to the sequence which indicates underlining for the terminal in use, as specified by
the environment variable TERM. The — t option overrides the terminal kind specified in the
environment.

Ul uses curses(3X) and terminfo(4) to determine the appropriate sequences for underlining. If
the terminal is incapable of underlining, but is capable of a standout mode then that is used
instead. If the terminal can overstrike, or handles underlining automatically, ul degenerates to
cat(1). If the terminal cannot underline, underlining is ignored.

The — i option causes ul to indicate underlining onto by a separate line containing appropriate
dashes ‘-~ ’; this is useful when you want to look at the underlining which is present in an nroff
output stream on a crt-terminal.

SEE ALSO
man(1), nroff(1), colert(1)

BUGS
Nroff usually outputs a series of backspaces and underlines intermixed with the text to indicate
underlining. No attempt is made to optimize the backward motion.
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NAME

umask — set file-creation mode mask
SYNTAX

umask [ 0oo ]
DESCRIPTION

The wuser file-creation mode mask is set to ooo. The three octal digits refer to
read/write /execute permissions for owner, group, and others, respectively (see chmod(2) and
umask(2)). The value of each specified digit is subtracted from the corresponding *‘digit’’
specified by the system for the creation of a file (see creat(2)). For example, umask 022
removes group and others write permission (files normally created with mode 777 become mode
755; files created with mode 8686 become mode 844).

If ooo is omitted, the current value of the mask is printed.

Umask is recognized and executed by the shell.
SEE ALSO .
chmod(1), sh(1), chmod(2), creat(2), umask(2).
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NAME

uname — print name of current UNIX System
SYNTAX

uname [ — snrvima |
DESCRIPTION

Uname prints the current system name of the UNIX System on the standard output file. It is
mainly useful to determine what system one is using. The options cause selected information
returned by uname(2) to be printed:

-8 print the system name (default).

e ! print the nodename (the nodename may be a name that the system is known by to a
communications network).

-r print the operating system release.
-V print the operating system version.
- m print the machine hardware name.
—a print all the abbve information.

Arguments not recognized default the command to the — s option.

SEE ALSO
uname(2).
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NAME

unget — undo a previous get of an SCCS file
SYNTAX

unget [— rSID] [— s] [~ n] files
DESCRIPTION

Unget undoes the effect of a get — e done prior to creating the intended new delta. If a direc-
tory is named, ungel behaves as though each file in the directory were specified as a named file,
except that non-SCCS files and unreadable files are silently ignored. If a name of — is given,

the standard input is read with each line being taken as the name of an SCCS file to be pro-
cessed.

Keyletter arguments apply independently to each named file.

— rSID Uniquely identifies which delta is no longer intended. (This would have
been specified by get as the ‘‘new delta’’). The use of this keyletter is
necessary only if two or more outstanding gets for editing on the same SCCS
file were done by the same person (login name). A diagnostic results if the
specified SID is ambiguous, or if it is necessary and omitted on the command

line.
-8 Suppresses the printout, on the standard output, of the intended delta’s SID.
- n Causes the retention of the gotten file which would normally be removed
from the current directory.
SEE ALSO
delta(1), get(1), sact(1).
DIAGNOSTICS

Use help(1) for explanations.
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NAME

uniq — report repeated lines in a file
SYNTAX

uniq{ —ude[ +n] [—n] ] [ input [ output] ]
DESCRIPTION

Untq reads the input file comparing adjacent lines. In the normal case, the second and succeed-
ing copies of repeated lines are removed; the remainder is written on the output file. Input and
output should always be different. Note that repeated lines must be adjacent in order to be
found; see sort(1). If the — u flag is used, just the lines that are not repeated in the original file
are output. The — d option specifies that one copy of just the repeated lines is to be written.
The normal mode output is the union of the — u and — d mode outputs.

The — ¢ option supersedes — u and — d and generates an output report in default style but with
each line preceded by a count of the number of times it occurred.

The n arguments specify skipping an initial portion of each line in the comparison:

-n The first n fields together with any blanks before each are ignored. A field is defined
as a string of non-space, non-tab characters separated by tabs and spaces from its
neighbors.

+n The first n characters are ignored. Fields are skipped before characters.

SEE ALSO

comm(1), sort(1).
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NAME

units — conversion program

SYNTAX

units

DESCRIPTION

FILES

Page 1

Units converts quantities expressed in various standard scales to their equivalents in other
scales. It works interactively in this fashion:

You have: inch

You want: cmn
* 2.540000e+ 00
/ 3.937008e— 01

A quantity is specified as a multiplicative combination of units optionally preceded by a numeric
multiplier. Powers are indicated by suffixed positive integers, division by the usual sign:

You have: 15 Ibs force/in2
You want: atm

* 1.020689¢-+ 00

/ 9.797299e— 01

Units only does multiplicative scale changes; thus it can convert Kelvin to Rankine, but not
Celsius to Fahrenheit. Most familiar units, abbreviations, and metric prefixes are recognized,
together with a generous leavening of exotica and a few constants of nature including:

pi ratio of circumference to diameter,
c speed of light,

e charge on an electron,

g acceleration of gravity,

force same as g,

mole Avogadro’s number,

water pressure head per unit height of water,
au astronomical unit.

Pound is not recognized as a unit of mass; lb is. Compound names are run together, (e.g.
lightyear). British units that differ from their U.S. counterparts are prefixed thus: brgallon.
For a complete list of units, type:

cat /usr/lib/unittab

/usr/lib/unittab
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NAME
uptime — show how long system has been up

SYNTAX
uptime

DESCRIPTION
Uptime prints the current time, the length of time the system has been up, the number of users
logged into the system, and the load averages. The load average numbers give the number of
processes on the list of processes ready to run (ready list), plus the number of processes that are

currently faulted (due to a page fault, for instance). Load average numbers are averaged over
"1, 5, and 15 minutes.

FILES
/usr/bin/uptime

Page 1 (9010-E2)



USERS(1) (bsd 4.2) USERS(1)

NAME
users — compact list of users who are on the system

SYNTAX
users

DESCRIPTION

Users lists the login names of the users currently on the system in a compact, one-line format.
FILES

/ete/utmp

SEE ALSO
who(1)
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NAME

uuclean — uucp spool directory cleanup
SYNTAX

/usr/lib/uucp/uuclean [ options ]
DESCRIPTION

Uuclean deletes uucp files according to their names or ages in hours.
— ddirectory
clean directory instead of the spool directory.

— ppre delete any files with the pre prefix. Up to 10 — p arguments may be specified. — p with
no arguments causes all files older than than fime hours to be removed.

— nkme
only if — p is specified first, files whose age is more than time hours are removed. — n
with no argument sets fime to 72 hours.

— mfie specifies that removed mail items are sent to a file named file. — m with no argument
specifies that mail is sent to file.

Uuclean(1) is typically invoked by cron(1).

FILES
/usr/lib/uucp directory with internally-used uuclean commands
/usr/spool/uucp  spool directory

SEE ALSO

cron(1), uucp(1), uux(1)
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NAME

uucp — unix to unix copy
SYNTAX

uucp [ option ] ... source-file ... destination-file
DESCRIPTION

Uucp copies files named by the source-file arguments to the destination-file argument. A file
name may be a path name on your machine, or may have the form

system-name!pathname
where ‘system-name’ is taken from a list of system names which uucp knows about. Shell
metacharacters ? *[| appearing in the pathname part will be expanded on the appropriate system.
Pathnames may be one of

(1) a full pathname;

(2) a pathname preceded by “user; where user is a userid on the specified system and is
replaced by that user’s login directory;

(3) anything else is prefixed by the current directory.

If the result is an erroneous pathname for the remote system the copy will fail. If the
destination-flle is a directory, the last part of the source-file name is used.

Uucp preserves execute permissions across the transmission and gives 0666 read and write per-
missions (see chmod(2)).

The following options are interpreted by uucp.
-d Make all necessary directories for the file copy.
—c Use the source file when copying out rather than copying the file to the spool directory.
- m Send mail to the requester when the copy is complete.

FILES
/usr/spool/uucp - spool directory
/usr/lib/uucp/* - other data and program files

SEE ALSO
uux(1), mail(1)
Uucp description in the ROS Utdity Guide

NOTE .
The domain of remotely accessible files can (and for obvious security reasons, usually should)
be severely restricted. You will very likely not be able to fetch files by pathname; ask a respon-
sible person on the remote system to send them to you. For the same reasons you will prob-
ably not be able to send files to arbitrary pathnames.

BUGS
All files received by uucp will be owned by uucp.
The — m option will only work sending files or receiving a single file. (Receiving multiple files
specified by special shell characters ? *[] will not activate the — m option.)
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NAME

uuencode,uudecode — encode/decode a binary file for transmission via mail
SYNTAX

uuencode [ source | remotedest |mail sys1!sys2!..!decode

uudecode | file ]
DESCRIPTION

Uuencode and uudecode are used to send a binary file via uucp (or other) mail. This combina-
tion can be used over indirect mail links even when uusend(1) is not available.

Uuencode takes the named source file ( default standard input) and produces an encoded version
on the standard output. The encoding uses only printing ASCII characters, and includes the
mode of the file and the remotedest for recreation on the remote system.

Uudecode reads an encoded file, strips off any leading and trailing lines added by mailers, and
recreates the original file with the specified mode and name.

The encode flle has an ordinary text form and can be edited by any text editor to change the
mode or remote name.

SEE ALSO

BUGS

Page 1

uuencode(4), uusend(1), uucp(1), uux(1), mail(1)

The file is expanded by 35% (3 bytes become 4 plus control information) causing it to take
longer to transmit.

The user on the remote system who is invoking uwudecode (often uucp) must have write permis-
sion on the specified file.
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NAME

uulog — log UUCP transactions

SYNTAX

uulog | option ] ...

DESCRIPTION

FILES

Uulog maintains a summary log of wuucp and wuuz(l) transactions
‘/usr/spool/uucp/LOGFILE’ by gathering information from partial log
‘/usr/spool/uucp/LOG .*.?°. It removes the partial log files.

The options cause uulog to print logging information:
— 8sys Print information about work involving system sys.

— uuser
Print information about work done for the specified user.

/usr/spool/uucp - spool directory
/usr/lib/uucp/* - other data and program files

SEE ALSO

Page 1

Uucp description in the ROS Utility Guide

in
files

the file
named
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NAME

uupoll — poll a system for UUCP work to do
SYNTAX

uupoll system
DESCRIPTION

Uupoll attempts to establish connection with the named system, even if recent attempts have
failed. Uupoll is a shortcut to invoking the uucico(1) command directly.

FILES
/usr/lib/uucp/L .sys

SEE ALSO
uucp(1), uux(1)
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NAME
uusend — send a file to a remote host

SYNTAX
uusend [ — m mode ] sourcefile sys1!sys2!..!Iremotefile

DESCRIPTION
Uusend sends a file to a given location on a remote system. The system need not be directly
connected to the local system, but a chain of uucp(1) links needs to connect the two systems.
If the — m option is specified, the mode of the file on the remote end will be taken from the
octal number given. Otherwise, the mode of the input file will be used.
The sourcefile can be ‘‘~ ’’, meaning to use the standard input. Both of these options are pri-
marily intended for internal use of uusend.
The remotefile can include the “userid syntax defined in uucp(1).

DIAGNOSTICS
If anything goes wrong any further away than the first system down the line, you will never
hear about it.

SEE ALSO
uux(1), uucp(1), uuencode(1)

BUGS
This command shouldn’t exist, since uucp should handle it.
All systems along the line must have the uusend command available and allow remote execu-
tion of it.
Some uucp systems have a bug where binary files cannot be the input to a uux command. If
this bug exists in any system along the line, the file will show up severly munged.
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NAME
uusnap — show snapshot of the UUCP system
SYNTAX
uusnap
DESCRIPTION
Uusnap displays in tabular format a synopsis of the current UUCP situation. The format of
each line is as follows:

site N Cmds N Data N Xqts Message

‘Where "site” is the name of the site with work, "N” is a count of each of the three possible
types of work (command, data, or remote execute), and "Message” is the current status mes-
sage for that site as found in the STST file.

Included in "Message” may be the time left before UUCP can re-try the call, and the count of
the number of times that UUCP has tried to reach the site.

SEE ALSO
uucp(1), UUCP description in the ROS Utility Guide
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NAME

uux — unix to unix command execution

SYNTAX

uux [ options ] command-string

DESCRIPTION

Uuz will gather zero or more files from various systems, execute a command on a specified sys-
tem and then send standard output to a file on a specified system. Note that, for security rea-
sons, many installations will limit the list of commands executable on behalf of an incoming
request from uuz. Many sites will permit little more than the receipt of mail (see mad(1)) via
uuz.

The command-string is made up of one or more arguments that look like a Shell command line,
except that the command and file names may be prefixed by system-name!. A null system-name
is interpreted as the local system.

File names may be one of
(1) a full path name;

(2) a path name preceded by “zzz where zzz is a login name on the specified system
and is replaced by that user’s login directory;

(3) anything else is prefixed by the current directory.
As an example, the command
uux ”!diff usg!/usr/dan/f1 pwba!/a4/dan/f1 > !f1.diff”

will get the f1 files from the ‘‘usg’’ and ‘‘pwba’’ machines, execute a diff command and put the
results in f1.diff in the local directory.

Any special shell characters such as <>;| should be quoted either by quoting the entire
command-siring, or quoting the special characters as individual arguments.

Uuz will attempt to get all files to the execution system. For files which are output files, the
file name must be escaped using parentheses. For example, the command

uux aluucp b!/usr/file \(c!/usr/file))
will send a uucp command to system ‘‘a’’ to get fusr/file from system ‘*b’’ and send it to sys-
tem (lc’).
Uuz will notify you if the requested command on the remote system was disallowed. The
response comes by remote mail from the remote machine.
The following options are interpreted by uuz:
- The standard input to uuz is made the standard input to the command-string.
- n Send no notification to user.

— mfide Report status of the transfer in file. If file is omitted, send mail to the requester when
the copy is completed.

Uuz returns an ASCII string on the standard output which is the job number. This job number
can be used by uusiatl to obtain the status or terminate a job.

FILES

/usr/lib /uucp/spool spool directory

/usr/lib/uucp/* other data and programs
SEE ALSO

uuclean(1), uucp(1), and the UUCP description in the ROS Utdity Guide.
Page 1
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BUGS

The use of the shell metacharacter * will probably not do what you want it to do. The shell
tokens < < and > > are not implemented.

Only the first command of a shell pipeline may have a system-name. All other commadns are
executed on the system of the first command.
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NAME

val - validate SCCS file

SYNTAX

val —
val [— 8] [~ rSID] [- mname] [— ytype] files

DESCRIPTION

Val determines if the specified file is an SCCS file meeting the characteristics specified by the
optional argument list. Arguments to val may appear in any order. The arguments consist of
keyletter arguments, which begin with a — , and named files.

Val has a special argument, — , which causes reading of the standard input until an end-of-file
condition is detected. Each line read is independently processed as if it were a command line
argument list.

Val generates diagnostic messages on the standard output for each command line and file pro-
cessed and also returns a single 8-bit code upon exit as described below.

The keyletter arguments are defined as follows. The effects of any Kkeyletter argument apply
independently to each named file on the command line.

-8 The presence of this argument silences the diagnostic message normally
generated on the standard output for any error that is detected while pro-
cessing each named file on a given command line.

— rSID The argument value SID (SCCS IDentification String) is an SCCS delta
number. A check is made to determine if the SID is ambiguous (e. g., r1
is ambiguous because it physically does not exist but implies 1.1, 1.2, etc.
which may exist) or invalid (e. g., r1.0 or r1.1.0 are invalid because nei-
.ther case can exist as a valid delta number). If the SID is valid and not
ambiguous, a check is made to determine if it actually exists.

— mname The argument value naeme is compared with the SCCS %M % keyword in
fle.

— ytype The argument value lype is compared with the SCCS %Y% keyword in
fle.

The 8-bit code returned by val is a disjunction of the possible errors, i. e., can be interpreted as
a bit string where (moving from left to right) set bits are interpreted as follows:

bit 0 = missing file argument;

bit 1 = unknown or duplicate keyletter argument;
bit 2 = corrupted SCCS file;

bit 3 = can’t open flle or file not SCCS;

bit 4 = SID is invalid or ambiguous;

bit 5 = SID does not exist;
bit 6 = %Y %, — y mismatch;
bit 7 = %AM %, — m mismatch;

Note that val can process two or more files on a given command line and in turn can process
multiple command lines (when reading the standard input). In these cases an aggregate code is
returned — a logical OR of the codes generated for each command line and file processed.

SEE ALSO

admin(1), delta(1), get(1), prs(1).

DIAGNOSTICS

Page 1

Use help(1) for explanations.
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BUGS
If Val attempts to process more than 50 flles on a single command line, it fails and the
debugger will be activated.
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NAME

ve — version control

SYNTAX

ve [— a] [— t] [— echar] [— s] [keyword=value ... keyword=value]

DESCRIPTION

Page 1

The ve command copies lines from the standard input to the standard output under control of
its arguments and control statements encountered in the standard input. In the process of per-
forming the copy operation, user declared keywords may be replaced by their string value when
they appear in plain text and/or control statements.

The copying of lines from the standard input to the standard output is conditional, based on
tests (in control statements) of keyword values specified in control statements or as vc com-
mand arguments.

A control statement is a single line beginning with a control character, except as modified by
the — t keyletter (see below). The default control character is colon (:), except as modified by
the — ¢ keyletter (see below). Input lines beginning with a backslash (\) followed by a control
character are not control lines and are copied to the standard output with the backslash

removed. Lines beginning with a backslash followed by a non-control character are copied in
their entirety.

A keyword is composed of 9 or less alphanumerics; the first must be alphabetic. A value is any
ASCII string that can be created with ed(1); a numeric value is an unsigned string of digits.
Keyword values may not contain blanks or tabs.

Replacement of keywords by values is done whenever a keyword surrounded by control charac-
ters is encountered on a version control statement. The — a keyletter (see below) forces
replacement of keywords in all lines of text. An uninterpreted control character may be
included in a value by preceding it with \ If a literal \is desired, then it too must be preceded
by \.

Keyletter arguments

- a Forces replacement of keywords surrounded by control characters with
their assigned value in all text lines and not just in ve statements.

-t All characters from the beginning of a line up to and including the first
tab character are ignored for the purpose of detecting a control statement.
If one is found, all characters up to and including the tad are discarded.

— cchar Specifies a control character to be used in place of :.

-8 Silences warning messages (not error) that are normally printed on the
diagnostic output.

Version Control Statements

:dcl keyword|, ..., keyword]
Used to declare keywords. All keywords must be declared.

sasg keyword==value
Used to assign values to keywords. An asg statement overrides the assignment for the
corresponding keyword on the vc command line and all previous asg’s for that keyword.
Keywords declared, but not assigned values have null values.
:if condition

.
.

send
Used to skip lines of the standard input. If the condition is true all lines between the if
statement and the matching end statement are copied to the standard output. If the
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condition is false, all intervening lines are discarded, including control statements. Note
that intervening ¢ statements and matching end statements are recognized solely for the
purpose of maintaining the proper #f-end matching.

The syntax of a condition is:

<cond> 2= [ "not” ] <or>

<or> 11= <and> | <and> "]” <or>

<and> 1= <exp> | <exp> "&” <and>

<exp> 1= "(” <or> ")” | <value> <op> <value>
<op> 1= = | =" | < | >

<value> 13= <arbitrary ASCII string> | <numeric string>

The available operators and their meanings are:

equal

not equal

and

or

greater than

less than

used for logical groupings

not may only occur immediately after the ¢f, and
when present, inverts the value of the

entire condition

CAVTRI

The > and < operate only on unsigned integer values (e. g.: 012 > 12 is false). All
other operators take strings as arguments (e. g.: 012 != 12 is true). The precedence of
the operators (from highest to lowest) is:

== > < all of equal precedence

&

|
Parentheses may be used to alter the order of precedence.
Values must be separated from operators or parentheses by at least one blank or tab.

sstext

on
soff

Used for keyword replacement on lines that are copied to the standard output. The two
leading control characters are removed, and keywords surrounded by control characters in
text are replaced by their value before the line is copied to the output file. This action is
independent of the — a keyletter.

Turn on or off keyword replacement on all lines.

sctl char

Change the control character to char.

:msg message

Prints the given message on the diagnostic output.

teIrT message

(9010-E)

Prints the given message followed by:
ERROR: err statement on line ... (915)
on the diagnostic output. Ve halts execution, and returns an exit code of 1.
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DIAGNOSTICS
Use help(1) for explanations.

EXIT CODES
0 - normal
1 — any error
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vi — screen-oriented (visual) display editor based on ex
SYNTAX

vi[—ttag][-rfile][-1][-wn][-x][~-R]
[ + command] name ...

view [-ttag] [~ T file] [~1] [-wn] [-x][-R]
[ + command] name ...

DESCRIPTION

Vi (visual) is a full screen-oriented text editor. Ex(1) editing commands are a subset of vi and
are available for use within vi.

With vi, changes to the file are reflected on the terminal screen. The cursor on the screen indi-
cates the position in the file where editing commands will be executed.

Refer to the material on Ex and Vi in the ROS Text Editing Guide for full details on the use of

V1.

INVOCATION
The following invocation options are interpreted by vi:

— t tag
— rfie

-R

+ command

Edit the file containing the tag and position the cursor at its location.

Recover file after an editor or system crash. If file is not specified, a list of all
saved files will be printed.

LISP mode; indents appropriately for lisp code, the () {} [[ and ]] commands in
vi and open are modified to have meaning for lisp .

Set the default window size to n. This is useful when using the editor over a
slow speed line.

Encryption mode; vi prompts for a keyword to allow creating of editing an
encrypted file. See crypt(1).

Read-only mode; to protect from accidental overwriting of the file, a modified
version of the file cannot be saved.

The specified ez command is interpreted before editing begins.

The name argument indicates files to be edited.

View is the same as vi -R; a modified version of the file cannot be saved.
VI MODES

Command

Input

Last line

Normal and initial mode. Other modes return to command mode upon com-
pletion. Press ESC to cancel a command that has been partially entered.

Entered byai AIoOcCsSR. Arbitrary text may then be entered. Input
mode is normally terminated with ESC character, or abnormally with interrupt.

Reading input for : /? or !; terminate with CR to execute, interrupt to can-

cel.

COMMAND SUMMARY

Sample commands

Page 1

hjkl
itez{ESC
cwnewESC

arrow keys move the cursor

same as "left”,”down”,”up”,and "right” arrows
insert text abe

change word to new
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easESC
x

dw

dd

3dd

u

ZZ
:q![RET]
/teztCR
“U D
iex cemdCR

Counts before vi commands

Numbers may be typed as a prefix to some commands.

ways.

line /column number
scroll amount
repeat effect

Interrupting, Canceling

(bsd 4.2)
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move to end of word, add an s
delete a character

delete a word

delete a line

delete 3 lines

undo previous change

exit the editor, saving changes
quit the editor, discarding changes
search for text

scroll up or down

any ex or ed command

They are interpreted in one of these
z G |

‘D U
most of the rest

ESC end an i, a, A, s, S, or R action; or cancel a command
~? (delete or rubout) interrupts

"L reprint screen if “? scrambles it

‘R reprint screen if "L is — key

File Manipulation (press [RETURN] after each)

W write (save) cumulative changes to file
:q quit
:q! quit, discard changes
te name edit file name
e! reedit, discard changes
e + name edit, starting at end
e +n edit starting at line n
te # edit alternate file
synonym for :e #
TW name write this file and call it name
sw! name overwrite this file on file name
:sh run shell, then return to editor
lemd run cmd, then return to editor
n edit next file in arglist
tn args specify new arglist
-G show current file name and cursor line number

sta fag

of show current file name and cursor line number
to tag file entry tag

g tta, following word is tag

(9010-E)
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In general, any ex(1) or ed(1) command may be entered in the form:

(bsd 4.2)

Positioning within file

Qw—tﬁv’\::

“F
‘B
‘D
U
G
/pat
? pat
n

N

/pat/+n
?pal?— n

(4

forward screen

backward screen

scroll down half screen
scroll up half screen

go to specified line (end default)
next line matching pat
prev line matching pat
repeat last / or ?

reverse last /or ?

noth line after pat

noth line before pat
next section/function
previous section /function
beginning of sentence
end of sentence
beginning of paragraph
end of paragraph

find matching ( ) {or }

Adjusting the screen

‘L

‘R

z[RET]

z .[RET]
/pat/z— [RET]
zn.[RET]

“E

Y

clear and redraw

retype, eliminate @ lines
redraw, current at window top
... at bottom

... at center

patline at bottom

use n line window

scroll window down 1 line
scroll window up 1 line

Marking and returning

[XN

P

move cursor to previous context
... at first non-white in line

mz mark current position with letter z

‘z move cursor to mark z

‘z ... at first non-white in line
Line positioning

H top line on screen

L last line on screen

M middle line on screen

+ next line, at first non-white

- previous line, at first non-white

[RET] return, same as +

lorj next line, same column

tork previous line, same column

Page 3
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:command [RET].
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(bsd 4.2)

Character positioning

PN

]

$
hor—
lor«
‘H
space
fz

Fz

tz

Tz

;

1

|
%

first non white
beginning of line
end of line

forward

backwards

same as <—

same as —

find z forward

f backward

upto z forward

back upto 2z

repeat last f F tor T
inverse of ;

to specified column
find matching ( {) or }

Words, sentences, paragraphs

HWg~—"—0 o g

word forward

back word

end of word

to next sentence

to next paragraph
back sentence

back paragraph

blank delimited word
back W

to end of W

Commands for LISP Mode

)
}
(
{

Forward s-expression )
... but do not stop at atoms
Back s-expression

... but do not stop at atoms

Corrections during insert

g:!
W
erase
kill

\
ESC

~?
‘D
1°D
0D
Vv

(9010-E)

erase last character

erase last word

your erase, same as "H

your kill, erase input this line
quotes “H, your erase and kill
ends insertion, back to command
interrupt, terminates insert
backtab over eutoindent

kill autoindent, save for next
... but at margin next also
quote non-printing charactfer

VI(1)
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Insert and replace

append after cursor

insert before cursor

append at end of line

insert before first non-blank
open line below

open above

replace single char with «
RitexESC replace characters

H OO0 ~p=w

Operators
Operators are followed by a cursor motion, and affect all text that would have been moved
over. For example, since w moves over a word, dw deletes the word that would be moved
over. Double the operator, e.g. dd to affect whole lines.

delete

change

yank lines to buffer

left shift

right shift

filter through command

indent for LISP

| =vaAse s

Miscellaneous Operations

change rest of line (c$)
delete rest of line (d$)
substitute chars (e¢l)
substitute lines (cc)
join lines

delete characters (dl)
... before cursor (dh)
yank lines (yy)

CR R R v Ne)

Yank and Put

Put inserts the text most recently deleted or yanked. However, if a buffer is named, the text in
that buffer is put instead.

P put back text after cursor
P put before cursor
"Ip put from buffer z
Ty yank to buffer-z
~zd delete into buffer z
Undo, Redo, Retrieve
u undo last change
U restore current line
. repeat last change
"dp retrieve d’th last delete
SEE ALSO
ex (1)

the Viand Ex material in ROS Text Editing Guide.

CAVEATS AND BUGS
Software tabs using “T work only immediately after the aufoindent.

Left and right shifts on intelligent terminals do not make use of insert and delete character
operations in the terminal.
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NAME
volmgr.test — test and query file system
SYNTAX
volmgr.test
DESCRIPTION -
volmgr.test tests fille system integrity, list file allocation and disc usage, and performs mainte-
nance on the file system.
volmgr.test is an interactive program, using the standard input and output, with a set of self-
explanatory commands and prompts.
NOTES
Volmgr.test should be used with caution; it can destroy the file system structure on the disc.
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NAME
wait — await completion of process

SYNTAX

3

walt

DESCRIPTION
‘Wait until all processes started with & have completed, and report on abnormal terminations.

Because the weast(2) system call must be executed in the parent process, the shell itself executes
wait, without creating a new process. '

SEE ALSO
sh(1).

BUGS

Not all the processes of a 3- or more-stage pipeline are children of the shell, and thus can’t be
waited for.
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NAME
wall — write to all users

SYNTAX
/[ete/wall
DESCRIPTION

Wall reads its standard input until an end-of-file. It then sends this message to all currently
logged in users preceded by:

Broadcast Message from ...

It is used to warn all users, typically prior to shutting down the system.

The sender must be super-user to override any protections the users may have invoked (see
mesg(1)).

FILES
/dev /tty*
SEE ALSO
mesg(1), write(1).
DIAGNOSTICS
‘“Cannot send to ...”” when the open on a user’s tty file fails.
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NAME
we¢ — word count
SYNTAX
wc [ — lwe] [ names ]
DESCRIPTION -

We counts lines, words and characters in the named files, or in the standard input if no names
appear. It also keeps a total count for all named files. A word is a maximal string of characters
delimited by spaces, tabs, or new-lines.

The options I, w, and ¢ may be used in any combination to specify that a subset of lines, words,
and characters are to be reported. The default is — lwe.

‘When names are specified on the command line, they will be printed along with the counts.
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NAME
what — identify SCCS files

SYNTAX
what files

DESCRIPTION
What searches the given files for all occurrences of the pattern that gef(1) substitutes for %Z%
(this is @ (#) at this printing) and prints out what follows until the first ”, >, new-line, \, or
null character. For example, if the C program in file f.c contains

char ident[] = ”@ (#)identification information ”;

and f.c is compiled to yield f.o and a.out, then the command
what f.c f.0 a.out

will print

f.c:
identification information
f.o: »
identification information

a.out: _
identification information

What is intended to be used in conjunction with the command get(1), which automatically
inserts identifying information, but it can also be used where the information is inserted manu-
ally.

SEE ALSO
get(1), help(1).

DIAGNOSTICS
Use help(1) for explanations.

BUGS

It’s possible that an unintended occurrence of the pattern @ (#) could be found just by chance,
but this causes no harm in nearly all cases.
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NAME
whatis — describe what a command is

SYNTAX
whatis command ...

DESCRIPTION
Whatis looks up a given command and gives the header line from the manual section. You can
then run the man(1) command to get more information. If the line starts ‘name(section) ...’
you can do ‘man section name’ to get the documentation for it. Try ‘whatis ed’ and then you
should do ‘man 1 ed’ to get the manual.

Whatis is actually just the — f option to the man(1) command.

FILES
/usr/lib/whatis D ata base

SEE ALSO
man(1), catman(8)
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NAME

whereis — locate source, binary, and or manual for program

SYNTAX

whereis [ — sbm] [ - u] [ - SBM dir ... — f] name ...

DESCRIPTION

Whereis locates source /binary and manuals sections for specified files. The supplied names are
first stripped of leading pathname components and any (single) trailing extension of the form
‘“.ext’’, e.g. ““.c”’. Prefixes of ‘‘s.”’ resulting from use of source code control are also dealt
with. Wheress then attempts to locate the desired program in a list of standard places. If any of
the — b, — 8 or — m flags are given then wherets searches only for binaries, sources or manual
sections respectively (or any two thereof). The — u flag may be used to search for unusual
entries. A file is said to be unusual if it does not have one entry of each requested type. Thus
‘““whereis -m -u ¥*’ asks for those files in the current directory which have no documentation.

Finally, the — B — M and — S flags may be used to change or otherwise limit the places where
whereis searches. The — f file flags is used to terminate the last such directory list and signal the
start of file names.

EXAMPLE

FILES

BUGS

Page 1

The following finds all the files in /usr/bin which are not documented in /usr/man/manl with
source in /usr/src/cmd:

cd /usr/ucb
whereis - u ~ M /usr/man/manl — S /usr/src/cmd — f *

jusr/src/*
/usr/{doc,man }/x
/lib, /etc, /usr/{lib,bin,ucb,old,new,local}

Since the program uses chdi{(2) to run faster, pathnames given with the — M — S and - B
must be full; i.e. they must begin with a **/*’.
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NAME
who — who is on the system

SYNTAX
who [ ~ uTHlpdbrtasq] | file ]

who am i
who am I

DESCRIPTION
Who can list the user’s name, terminal line, login time, elapsed time since activity occurred on
the line, and the process-ID of the command interpreter (shell) for each current UNIX system
user. It examines the /etc/utmp file to obtain its information. If file is given, that file is exam-

ined. Usually, file will be /etc/wtmp, which contains a history of all the logins since the file
was last created.

Who with the am i or am I option identifies the invoking user.
Except for the default — s option, the general format for output entries is:
name [state] line time activity pid [comment] [exit]

With options, who can list logins, logoffs, reboots, and changes to the system clock, as well as
other processes spawned by the it process. These options are:

—u lists currently logged-in users only. The output name is the user’s login name. The line
is the name of the line as found in the /dev directory. Time is when the user logged in.
Activity (WHICH IS NOT CURRENTLY IMPLEMENTED) gives the the number of
hours and minutes since activity last occurred on that line. A dot (.) indicates that the
terminal has seen activity in the last minute and is therefore ‘‘current’’. If more than
twenty-four hours have elapsed or the line has not been used since boot time, the entry
is marked old. This field is useful when trying to determine whether a person is working
at the terminal. The pid is the process-ID of the user’s shell. The comment is the com-
ment field associated with this line as found in /etc/inittab (see inittab(4)). This can
contain information about where the terminal is located, the telephone number of the
dataset, type of terminal if hard-wired, etc.

~ T This option is the same as the — u option, except that the state of the terminal line is
printed. The state describes whether someone else can write to that terminal. A -+
appears if the terminal is writable by anyone; a — appears if it is not. Root can write to
all lines having a + or a — in the state field. If a bad line is encountered, a ? is printed.

-1 This option lists only those lines on which the system is waiting for someone to login.
The name field is LOGIN in such cases. Other flelds are the same as for user entries
except that the state field does not exist.

— H This option will print column headings above the regular output.

— q This is a quick who, displaying only the names and the number of users currently logged
on. When this option is used, all other options are ignored.

— p This option lists any other process which is currently active and has been previously
spawned by #nit. The name field is the name of the program executed by it as found in
/etc/inittab. The state, line, and activity flelds have no meaning. The comment field
shows the id field of the line from /etc/inittab that spawned this process. See inittab(4).
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— d This option displays all processes that have expired and not been respawned by init. The
exit field appears for dead processes and contains the termination and exit values (as
returned by wa(2)), of the dead process. This can be useful in determining why a pro-
cess terminated.

— b This option indicates the time and date of the last reboot.
-T This option indicates the current run-level of the tne process.

— t This option indicates the last change to the system clock (via the date(1) command) by
root. See su(1).

— a This option processes /etc/utmp or the named file with all options turned on.

— 8 This option is the default and lists only the name, line, and time fields.

FILES
/etc/utmp
/etc/wtmp
/etc/inittab
SEE ALSO
date(1), init(1), login(1), mesg(1), su(1), wait(2), inittab(4), utmp(4).
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NAME

whoami — print effective current user id
SYNTAX '

whoami

DESCRIPTION

Whoams prints who you are. It works even if you are su’d, while ‘who am i’ does not since it
uses /etc/utmp.

FILES
/ete/passwd Name data base

SEE ALSO
who (1)
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NAME

write — write to another user

SYNOPSIS

write user [ line ]

DESCRIPTION -

FILES

Write copies lines from your terminal to that of another user. When first called, it sends the
message:

Message from yourname (tty??) | date]...

to the person you want to talk to. When it has successfully completed the connection it also
sends two bells to your own terminal to indicate that what you are typing is being sent.

The recipient of the message should write back at this point. Communication continues until

an end of file is read from the terminal or an interrupt is sent. At that point write writes EOT
on the other terminal and exits.

If you want to write to a user who is logged in more than once, the line argument may be used
to indicate which line or terminal to send to (e.g., tty00); otherwise, the first instance of the
user found in /etc/utmp is assumed and the following message posted:

user is logged on more than one place.
You are connected to "terminal”.
Other locations are:

termanal

Permission to write may be denied or granted by use of the mesg(1) command. Writing to oth-
ers is normally allowed by default. Certain commands, in particular nroff(1) and pr(1) disallow
messages in order to prevent interference with their output. However, if the user has super-
user permissions, messages can be forced onto a write inhibited terminal.

If the character ! is found at the beginning of a line, write calls the shell to execute the rest of
the line as a command.

The following protocol is suggested for using write: when you first write to another user, wait
for them to write back before starting to send. Each person should end a message with a dis-
tinctive signal (i.e., (o) for “‘over’’) so that the other person knows when to reply. The signal
(00) (for *“over and out’’) is suggested when conversation is to be terminated.

/etc/utmp to find user
/bin/sh to execute !

SEE ALSO :

mail(1), mesg(1), nroff(1), pr(1), sh(1), who(1).

DIAGNOSTICS
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““user not logged in”’ if the person you are trying to write to is not logged in.
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NAME

xargs — construct argument list(s) and execute command
SYNTAX

xargs [flags] [ command [ initial-arguments] ]
DESCRIPTION

Xargs combines the fixed tnstial-arguments with arguments read from standard input to execute
the specified command one or more times. The number of arguments read for each command
invocation and the manner in which they are combined are determined by the flags specified.

Command, which may be a shell file, is searched for, using one’s $PATH. If command is omit-
ted, /bin/echo is used.

Arguments read in from standard input are defined to be contiguous strings of characters delim-
ited by one or more blanks, tabs, or new-lines; empty lines are always discarded. Blanks and
tabs may be embedded as part of an argument if escaped or quoted: Characters enclosed in
quotes (single or double) are taken literally, and the delimiting quotes are removed. Outside of
quoted strings a backslash (\) will escape the next character.

Each argument list is constructed starting with the tnitial-arguments, followed by some number
of arguments read from standard input (Exception: see — i flag). Flags — i, — |, and — n deter-
mine how arguments are selected for each command invocation. When none of these flags are
coded, the initial-arguments are followed by arguments read continuously from standard input
until an internal buffer is full, and then command is executed with the accumulated args. This
process is repeated until there are no more args. When there are flag conflicts (e.g., — 1 vs.
— n), the last flag has precedence. Flag values are:

lnumber , Command is executed for each non-empty number lines of arguments
from standard input. The last invocation of command will be with fewer
lines of arguments if fewer than number remain. A line is considered to
end with the first new-line unless the last character of the line is a blank
or a tab; a trailing blank/tab signals continuation through the next non-
empty line. If number is omitted 1 is assumed. Option — x is forced.

ireplstr Insert mode: command is executed for each line from standard input, tak-
ing the entire line as a single arg, inserting it in tnitial-arguments for each
occurrence of replstr. A maximum of 5 arguments in tnitial-arguments
may each contain one or more instances of replstr. Blanks and tabs at the
beginning of each line are thrown away. Constructed arguments may not
grow larger than 255 characters, and option — x is also forced. {} is
assumed for replstr if not specified.

nnumber Execute command using as many standard input arguments as possible,
up to number arguments maximum. Fewer arguments will be used if
their total size is greater than size characters, and for the last invocation if
there are fewer than number arguments remaining. If option — x is also
coded, each number arguments must fit in the size limitation, else zargs
terminates execution.

-t Trace mode: The command and each constructed argument list are
echoed to file descriptor 2 just prior to their execution.

-Pp Prompt mode: The user is asked whether to execute command each invo-
cation. Trace mode (— t) is turned on to print the command instance to
be executed, followed by a ?... prompt. A reply of y (optionally fol-
lowed by anything) will execute the command; anything else, including
just a carriage return, skips that particular invocation of command.
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- Causes zargs to terminate if any argument list would be greater than size
characters; — x is forced by the options — i and — 1. When neither of the
options — 1, — I, or — n are coded, the total length of all arguments must
be within the size limit.

— ssize The maximum total size of each argument list is set to size characters;
8ize must be a positive integer less than or equal to 470. If — 8 is not
coded, 470 is taken as the default. Note that the character count for size
includes one extra character for each argument and the count of charac-
ters in the command name.

— eeofstr Eofstr is taken as the logical end-of-file string. Underbar ( _) is assumed
for the logical EOF string if — e is not coded. — e with no cdfstr coded
turns off the logical EOF string capability (underbar is taken literally).
Xargs reads standard input until either end-of-file or the logical EOF
string is encountered.

Xargs will terminate if either it receives a return code of — 1 from, or if it cannot execute, com-
mand. When command is a shell program, it should explicitly ezit (see sh(1)) with an appropri-
ate value to avoid accidentally returning with — 1.

EXAMPLES

The following will move all files from directory $1 to directory $2, and echo each move com-
mand just before doing it:

Is $1 |xargs - i - t mv $1/{} $2/{}

The following will combine the output of the parenthesized commands onto one line, which is
then echoed to the end of file log:

(logname; date; echo $0 $*) | xargs >>log

THe user is asked which flles in the current directory are to be archived and archives them into
arch (1.) one at a time, or (2.) many at a time.

1. 1s |xargs — p — 1 ar r arch
2. 1s |xargs — p - 1 | xargs ar r arch

The following will execute d¢ff(1) with successive pairs of arguments originally typed as shell
arguments: :

echo $* |xargs — n2 diff
DIAGNOSTICS
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NAME

Xstr - extract strings form C programs to implement shared strings

SYNTAX

xstr [-c] [-] [file]

DESCRIPTION

Xstr maintains a file strings into which strings in component parts of a large program are hashed.
These strings are replaced with references to this common area. This serves to implement
shared constant strings, most useful if they are also read-only.

xstr -¢ name extracts the strings from the C source in name, replacing string references by
expressions of the form (&xstr[number]) for some number. An appropriate declaration of zstr
is prepended to the file. The resulting C text is placed in the file z.¢, to then be compiled. The
strings from this file are placed in the strings data base if they are not there already. Repeated
strings and strings which are suffixes of existing strings do not cause changes to the data base.

After all components of a large program have been compiled, a flle zs.¢c declaring the common
zslr space can be created by a command of the form: xstr . This zs.c file should then be com-
piled and loaded with the rest of the program. If possible, the array can be made read-only
(shared) saving space and swap overhead.

Xstr can also be used on a single fille. xstr name creates files z.c and zs.c as before, without
using or affecting any strings file in the same directory.

It may be useful to run zsir after the C preprocessor if any macro definitions yield strings or if
there is conditional code which contains strings which may not, in fact, be needed. Xstr reads
from its standard input when the argument ’-’ is given. An appropriate command sequence for
running zsir after the C preprocessor is:

cc -E name.ckstr -c -
cc -¢ X.¢
mv X.0 name.o

Xstr does not touch the strings unless new items are added, thus make can avoid remaking zs.o
unless truly necessary.

FILES
strings D ata base of strings
X.C Massaged C source
Xs.C C source for definition of array ’'xstr’
/tmp/xs*  Temp file when ’xstr name’ doesn’t touch strings
SEE ALSO
mkstr(1)
BUGS
If a string is a suffix of another string in the data base, but the shorter string is seen first by zsir
both strings will be placed in the date base, when just placing the longer one there will do.
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NAME
yacc — yet another compiler-compiler

SYNTAX
yace [ — vdlt ] grammar

DESCRIPTION
Yace converts a context-free grammar into a set of tables for a simple automaton which exe-
cutes an LR(1) parsing algorithm. The grammar may be ambiguous; specified precedence rules
are used to break ambiguities.
The output file, y.tab.c, must be compiled by the C compiler to produce a program yyparse.
This program must be loaded with the lexical analyzer program, yylez, as well as main and yyer-
ror, an error handling routine. These routines must be supplied by the user; lex(1) is useful
for creating lexical analyzers usable by yacc.
If the — v flag is given, the file y.output is prepared, which contains a description of the parsing
tables and a report on conflicts generated by ambiguities in the grammar.
If the — d flag is used, the file y.tab.h is generated with the #define statements that associate
the yacc-assigned ‘‘token codes” with the user-declared ‘‘token names’’. This allows source
files other than y.tab.c to access the token codes.
If the — 1 flag is given, the code produced in y.tab.c will not contain any #line constructs. This
should only be used after the grammar and the associated actions are fully debugged.
Runtime debugging code is always generated in y.tab.c under conditional compilation control.
By default, this code is not included when y.tab.c is compiled. However, when yacc’s — ¢
option is used, this debugging code will be compiled by default. Independent of whether the
— t option was used, the runtime debugging code is under the control of YYDEBUG, a pre-
processor symbol. If YYDEBUG has a non-zero value, then the debugging code is included. If
its value is zero, then the code will not be included. The size and execution time of a program
produced without the runtime debugging code will be smaller and slightly faster.

FILES
y.output
y.tab.c
y.tab.h defines for token names
yacc.tmp,
yacc.debug, yacc.acts temporary files
/usr/lib/yaccparparser prototype for C programs

SEE ALSO
lex(1).
YACC- Yet Another Compier Compiler in the Programmers Guide to ROS.

DIAGNOSTICS
The number of reduce-reduce and shift-reduce conflicts is reported on the standard error out-
put; a more detailed report is found in the y.output file. Similarly, if some rules are not reach-
able from the start symbol, this is also reported.

BUGS

Because file names are fixed, at most one yace process can be active in a given directory at a
time. :
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NAME
yes — be repetitively affirmative
SYNTAX
yes [ expletive ]
DESCRIPTION -

Yes repeatedly outputs ezpleitve. If the argument is omitted, ‘‘y’’ is output. Output is ter-
minated by pressing the DEL Kkey.

Page 1 (9010-E)



ZERO(1) (Ridge) ZERO(1)

NAME
zero — clear floppy disc directory

SYNTAX
zero [ -f ] volumename

DESCRIPTION .
Zero erases a floppy disc and initializes its directory for future use. The volumename of up to
seven characters is written on the floppy directory. -f is used to format a new floppy before it
can be used with Ridge system.

SEE ALSO
copyfloppy(1), dir(1)

NOTES
An error message and number is printed if the disc is not mounted, unreadable or unwriteable,
or if the drive is not functioning correctly.
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